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Chapter 1 
PART 1 
Bioelectric signals apparatus 
Folie 4-7: 

- Is it possible to measure bioelectrical signals from the stomach with the same device as is 
used for the heart only by changing the position of the electrodes?  

- Are there some differences in the technique by the applications of bioelectric signals (ECG, 
EGG, EEG, EMG) or are they the same just applied at different places to measure?  

It is possible to use the same type of surface electrodes to detect an ECG, an EGG or an EMG. The 
difference is the location of the electrodes. An ECG is measured at the heart, an EGG at the stomach, 
an EMG at the muscle of interest. In addition to placing the electrodes at the target location to 
maximize the amplitude of the signal we are looking for, we can also know where our measured 
signal comes from because of experience. ECGs reproduce the characteristic shape of the heart beat 
approximately 60-80 times per minute in healthy patients, EGGs display 2 to 4 peristaltic waves per 
minute and EMGs only show peaks when the target muscle contracts. 
For EGGs the required apparatus is more specific: a lot more probes are needed (typical 
recommendation is 64, with rounded tips) and these need to have a higher conductivity than is 
required for ECG. This is in part to counteract the interference of hair (a non-conductive material). 
 
Folie 4-7: Do the ECG, EGG, EEG and EMG all have the same level of accuracy or do they differ? 
The level of accuracy is not the same even for two very similar techniques like ECG and EGG because 
the biological phenomenon that is being measured is different. The accuracy of the ECG prediction 
(for behaviour and pathologies of the heart muscles) differs significantly from the accuracy of the 
EGG prediction (for the behaviour and pathologies of the stomach muscles). This is not because of the 
apparatus but rather because of the biology. Ideal apparatus measures precisely (repeat same result 
for same input) and is sensitive (significant change in output even for small change in input)! 
All these techniques may be affected by external influences including the electromagnetic field of a 
smartphone which may generate abnormal traces on electrocardiograms. For this reason, 
smartphones should be switched off during an electrocardiogram. 
 
Folie 4-7: Using surface electrodes, how can you measure only the signal of interest and not 
unwanted signals from the surrounding tissue?  
You can’t measure only the signal of interest. Always have all kinds of signals in your measurements! 
The essential point however is that if you have a disease the measurement system gives a result that 
allows you to differentiate it. It’s experience and genius to develop these techniques and choose 
where exactly to place the electrodes. 
 
Folie 7: 

- Can you explain the positions of the electrodes in the ECG? Why these exact positions, what 
are the advantages of this positions that they where selected and how do they work 
together?  

- Why does an ECG also need electrodes on the arms and legs although they are so far away 
from the heart? Would a 3 electrode ECG (placed like in Einthoven´s triangle) be sufficient to 
see the P, QRS & T waves? 

Yes the original implementation was a 3-electrode ECG and one can do a lot with that. The electrodes 
on the arms and legs help you. You do not need to know why for the purpose of this class. Briefly: 
once the different subtractions have been combined you obtain a cleaner heart rhythm, cleaner ECG. 
This is in part because you have subtracted out signals from surrounding regions (arm, leg) and are 
left mostly with the signal from the heart itself. This technology is based on experience and heuristics 
as much as theoretical reasoning. How thick the arms are comparatively, different deductions, etc.. 
 



Folie 7: Could an irregular heartbeat be diagnosed with a standard heart rate belt? And if not, why 
would an ECG be necessary? 
A chest strap heart rate belt only measures heart rate and provides no information as to the shape of 
the different components of a heartbeat. A chest strap heart rate belt will give almost exactly the 
same values for heart rate as an ECG but because it is missing the info about the shape of the signal it 
is less useful for disease diagnosis. 
 
Shape of heartbeat 
Folie 7: 

- Why are the depolarization (QRS) and the repolarization (T wave) of the ventricles in the ECG 
both positive?  

- Referring to the normal sinus rhythm: between two QRS complexes, why is the line so wavy? 
Is that the actual form also in a human ECG, but then the small waves are flattened out by 
mathematical means?  

ECGs do not care in which direction the electric potential is generated (from atria towards ventricles 
or ventricles towards aorta). It’s the integral of the absolute value of each cell potential that is 
recorded independent of the +ve or -ve charge.  
Yes you do have a smoothing out of the wavy part of the ECG by mathematical means. 
 
Are there big differences in electrocardiogram between species? Is it possible to assign 
electrocardiograms to specific species? 
Note that this is outside the scope of this course. Out of interest: Mammalian ECGs from different 
species can be classified in accordance with the relative duration of QT interval and ST segment, QRS-
vector direction and sense and constancy of T-wave polarity (T-wave lability). 
 
Folie 7: 

- Is there a big difference in measurement outcome of the ECG if you measure it on the 
surface (skin) or directly on the heart (like during an open heart surgery)?   

- How deep under the surface are these changes in extracellular potential still measurable? 
Does it depend on the material of the tissue?  

The signal shape will be almost identical measured on the skin surface or on the heart. 
 
MEG principles 
Folie 10: 

- In our environment are so many different magnetic fields. How is it possible to just simply 
measure one small magnetic area in the brain? and how can we differentiate the magnetic 
field areas in the brain? 

- When we make measurements with magnetic fields, how can we be sure that there is no 
disruptive factor?  

- Does the electric field disturb the measurements of the MEG?  
Indeed, in our environment there are many magnetic disturbances, such as the Earth's magnetic field 
and its fluctuations, and fields generated by power lines and moving magnetic objects. The interfering 
fields often lie in the frequency band of interest for MEG and their amplitudes can exceed those of the 
neuromagnetic fields by several orders of magnitude. During an MEG, the target area (the patient’s 
brain) is very well shielded from external fields. Standard practice is to shield the SQUIDs and brain 
using layers of highly permeable and conductive materials.  
 
Folie 10: 

- Through which biological mechanisms can organs like the brain generate an electrical field?  
- Can the SQUID be used in the MEG?  

Neurons in the brain communicate via electrical current through axons connecting them. The complex 
windings of these axons resemble a coil structure. Electrical currents through a coil of course generate 
a magnetic field. Of course you need millions of neurons to generate a measurable magnetic field. 



To improve the accuracy of an MEG, you dispose many superconducting quantum interference 
devices (SQUIDs) around the subject’s head. From the measurement at each location around the 
brain you can reconstruct a 3D signal (as well as you can, the reproducibility is doubtful as brain 
signals constantly vary). 
Please see the MEG: environmental interference and shielding Moodle forum topic.   
 
Folie 10: Why should you use MEG instead of fMRI when you want to measure brain activity?  
In fMRI you measure blood flow! The assumption is that the more blood flows towards a region of the 
brain, the higher that region’s activity. MEG signals reflect absolute rather than relative activity 
meaning that MEG can be recorded in sleeping subjects. Also, MEG does not make any operational 
noise, unlike fMRI. 
 
Folie 10: It is possible to measure brain activity with both MEG and EEG. Is one method better than 
the other? And why is EEG the more common method to measure brain activity? 
Yes it is possible to use both MEG and EEG, though MEG is more commonly combined with MRI. MEG 
performs better by most measures (e.g. spatial resolution and signal-to-noise ratio) though they are 
complementary to a certain extent (MEG is more sensitive to currents that are tangential to the 
surface of the scalp, EEG is more sensitive to radial neuronal activities). The main reason EEG is more 
common is cost: a few hundred Swiss Francs for an EEG, whereas a MEG system is hundred thousand 
of Swiss Francs. 
 
MEG Applications 
How can a brain tumor be detected and located using MEG?  
Tumor tissue has lower functional connectivity in the alpha frequency range than nontumor tissue so 
MEG can be used to detect tumors. MEG is more commonly used to more precisely locate tumors that 
have already been detected. This is done to provide surgeons with the maximum amount of info prior 
to the brain surgery.  
 
Bioacoustic signals 
Folie 15/16: Do we detect changes in bioacoustic signals in joints and muscles by moving them or do 
healthy and diseased cells generate different frequencies? (like in the way that a healthy cell has a 
membrane potential but a damaged one does not) 
Yes by moving them. Acoustic waves are generated during the flexion and extension of joints. These 
acoustic waves are affected by musculoskeletal disorders in the joints. 
 
Folie 15/16: 

- Regarding the photoacoustic tomography: How is the acoustic signal translated into the 
images we can see on slide 16?  

- What exactly does photoacoustic tomography measure? 
 (1) an object absorbs light, (2) the absorbed optical energy is converted into heat and generates a 
temperature rise, and (3) thermoelastic expansion takes place, resulting in the emission of acoustic 
waves. These acoustic waves can be measured at the skin surface by using acoustic transducers such 
as microphones and accelerometers. Because acoustic waves scatter much less than optical waves in 
tissue, PAT can generate high-resolution images. 
 
Folie 15/16: 

- What are bioacoustic signals of muscles used for? Are there any applications like diagnostics, 
therapeutics, etc.?  

- Is an abnormality in a photoacoustic tomograpy of a joint sufficient to diagnose arthritis? 
Almost all diseases, especially cancers, manifest abnormal oxygen and glucose metabolisms. PAT can 
noninvasively quantify oxygen and glucose metabolism. 
 
 



Optical signals 
Folie 17: Can you give an example for a biooptical signal that occurs naturally or how can light occur 
naturally in an organism? 
The organisms we observe do not generate their own light, they modify the light we shine at them 
(e.g. when we shine X rays through bone, we deduce bone mineral density from the fraction of X rays 
that make it through). 
 
Folie 17: 

- What is the advantage of measuring blood oxygenation via biochemical signals compared to 
biooptical signals (red and infrared light)? Like what is the cause to choose an invasive 
method if one could do it otherwise? Is it more precise?  

- When are Biochemical signals used for measuring blood oxygen and when are biooptical 
signals used? Do they differ in precision?  

Most methods used in the medical field to measure blood oxygenation are biooptical. As you correctly 
mention the most common among these may be the pulse oximeter relying on differences in the 
absorption of red and IR light. This method, though cheap and non-invasive is also qualitative rather 
than quantitative. For more precise results, a blood gas test is performed implying the extraction of a 
blood sample (slightly invasive). This blood sample may then be analyzed using a variety of methods 
including CO-oximetry (spectrophotometric analysis of the total, carboxy- and oxy- hemoglobin from 
which blood oxygen levels can be calculated) or calculation from pO2 (here again biooptical methods 
are used for measuring the partial pressure of oxygen: PET, NIR, MRI, NMR, fluorescence-based). 
 

PART 2 
Random signals 
Folie 7: 

- Is it possible to quantify a random signal like the EMG to determine the strength of the 
contraction (by dividing with the mean for example)? 

- Does analyzing the random signals with statistical techniques increase the chance that we 
actually lose interesting or important data? How similar is our analyzed data compared to 
the random data?  

- Are the unpredictable noises or changes in parameters from the previous slide also such 
random signals or not? If not, what is the difference between those two types of signals?  

- Is there any situation where noise is favorable? (e.g. to identify certain pathologies) 
Very good question! It is not yet possible to reliably determine the force exerted by a muscle from an 
EMG. You are absolutely right to classify an EMG as a random signal rather than a periodic or 
transient one. Often, such random signals are the really important signals we want to find, analyze 
and develop rules for. EMGs don’t have a regular pattern in terms of frequency. They have increases 
and decreases at seemingly random intervals resulting from the behaviour of the patient. So in 
conclusion EMGs cannot be used for force measurements. They only measure the activity of the 
muscle. 
 
Folie 8: 

- Don’t we lose information when we use the A/D converter? (is it possible that the signal will 
be falsified?)  

- Can the A/D converter be used to directly reduce the unwanted noise in signals and, if so, 
how?  

- What are typical examples of an Analog-to-digital converter?  
Yes, there are two ways in which we lose information when we use an A/D converter:  
(1) we lose all the information in the interval between two samplings. If for example we use a 200 Hz 
frequency for an ECG signal, that means we sample every 5 milliseconds. We lose information as to 
what happens over the 5 milliseconds from one sampling to another. 



(2) the quantization error: When an input signal with a 10 V range is digitized with an 8-bit A/D 
converter, the precision is 10 V/28 (approximately 0.04V) (see part 3). 
 
Folie 9-12: 

- What kind of mathematical methods are used to reconstruct a continuous function out of 
the discretized points? (The easiest but for sure not accurate solution would be to connect 
the points just by straight lines).  

- How do we approximate the waves from the data points gathered through sampling? Do we 
fit parabolas between each of the points? 

The discrete Fourier transform can be used to approximate experimental data with sums of 
continuous periodic functions (see chapter 2). 
 
It is not clear for me, for what this calculations/transformation (whole part 2) is good for and how 
this is applied. 
A computer can only store discrete values, not a continuous signal but a sensor is in direct contact 
with analogue world and receives continuous input. Therefore we need to make decisions as to how 
many values we store, and to what precision we store these values. Please reach out if this does not 
answer your question. 
 
Folie 12: 

- If a higher sampling rate leads to higher computational power requirements and more 
storage, how could we determine the optimal sampling rate? five to ten times seems to me 
to be quiet a broad spectrum. Is there a recipe to decide the rate for individual applications 
or are there 'customs'?  

- Are there any disadvantages if the sample rate is too high or why do they not always sample 
at the maximum sample rate  

- In what aspect is oversampling advantageous when it comes to noise (random signals) 
reduction? 

In principle a higher sampling frequency is always better. The only disadvantage of high sampling 
frequencies is that they generate large data files and that it takes longer for the A/D conversion. For 
metaananalyses with thousands of patients and several measurements for each sample, an 
unnecessarily high sampling frequency could conceivably slow down the computations but it is of 
course always possible to postprocess the data if the sampling frequency was really excessive. By just 
keeping 1 in every n data points you generate the signal that would have been obtained with original 
sampling frequency/n. fmax is the maximum frequency in the system you observe and is dependent 
on the behaviour of the system. 
 
Isn't it that we would actually need the Nyquist frequency to be even higher than 2 times the 
maximum frequency? Because tor example different sinusoidal signals, with 2 times fmax, we could 
still not distinguish them, or am I missing something?  
The derivation of the Nyquist Shannon sampling theorem is outside the scope of this course 
 

PART 3 
Folie 3-4: 

- why are typically 8, 12 or 16 bits of storage used and not higher values for a better 
resolution?  

- How many bits are needed for good data quality? How can we determine it?  
- do you determine the unit of precision to which you round your values?  
- Is there a general rule for the rounding value in order to be precise enough? How does it vary 

when you want to determine a disease?  
- At which range of bits do we at the moment measure? I think, the quantization has increased 

over the year due to the fact that the calculations and processing get faster.  



- Is there a limit to quantization (number of bits)? E.g. when it gets too complicated to analyze 
the data you get 

As detailed in the lecture recordings for part 3 the resolution for digitizing a 10 V range with a 16-bit 
A/D converter is 10 V/216 = 0.15 mV. Typically other instrument errors and most importantly noise 
from other biological phenomena exceed this 0.15 mV quantization error by several orders of 
magnitude so there is no point in using more than 16-bits (as this means more memory use with 
negligible error reduction). A/D converters often are used for real-time applications and therefore 
speed is also of essence. Low bit converters are faster and have less noise, which can be 
advantageous. The problem with those converters is not necessarily the resolution but the reduced 
dynamic range of a low bit converter. 
 
Folie 3-4: 

- Which factors contribute to the quantization error?  
- What are the most common reasons for these quantization errors?  
- how and why do quantization errors occur?  
- How does signal quantization work with negative voltages? 

The quantization error is affected by the voltage range we measure and the number of bits used by 
the A/D converter (typically 8, 12 or 16). -2 V to -6 V is a 4V voltage range. If you have negative terms 
to be considered you will have to use signed integers (e.g. a signed character with 8 bits describes the 
range from -128 to 127, where the unsigned version goes from 0 to 255, effectively doubling the 
range and the resolution that you can store information in. 
 

  



Chapter 2 
PART 1 
Improving the Fourier approximation 
Folie 10-11: 

- Does this mean that the Fourier series of the "triangle" function is more accurate than that of 
the "rectangle" function? Would we have to take this into account analyzing real signals?  

- How is it decided how big the N has to be? Because for some original functions the plots are 
already quite accurate with a small N. Or is always a term like N=10000 used?  

- How can one decide if the approximation with the Fourier series is good or not?  
- Is there an objective way to determine the harmonic number (N) that's needed for your 

signal? 
What does “more accurate” mean in this case? A triangle is of course closer to a sine wave, you only 
need one sine wave to closely approximate a triangle function. A square is much more difficult 
because you have an infinite rise and an infinite decrease. To approximate this infinite rise, you need 
an infinite number of terms! It’s not mathematically solvable with a finite number of terms! You need 
every frequency possible; you need infinite numbers. The triangle function is flatter, it’s easier to 
approximate with a smaller number of sines. You only need 25 terms to get a very good 
approximation of the triangle function, but you need thousands of terms to have the box shape 
because you have the very high frequency components in the corners of the box. The more you go 
towards smooth surfaces, the less terms you will use. 
The square wave is a simple signal but mathematically not easy to treat because of the chopped 
corners. The square signal is best represented by a sinc(x)=sin(x)/x which is problematic at x=0 as it 
does not give a solution! It is a transient signal as you can see in the frequency domain. How well you 
approximate the signal with your Fourier series depends on how far out in the frequency domain you 
follow it to have a good approximation of the signal. You have an easier treatment if you follow the 
signal on both sides of the frequency domain rather than have a very long series of terms on the right 
side. 
Note that if you have low frequency components only, you can stop adding terms beyond the cut-off. 
We will come back to the filtering later on. 
You can of course compare your Fourier series approximation with the signal itself. You can compare 
the signal that has been digitized with the predicted signal approximated by a Fourier series and then 
you do a root-mean-square analysis. You can quantify the error between what you have measured 
and your approximation. The measurement can already have mistakes; it’s just about correct once 
you have it in the correct form, compare the magnitude to the approximation. 
You cannot really have an objective way to determine the harmonic number (N) that is needed for 
your signal unless you know what the frequency component is (i.e. you know the cut-off frequency!). 
If you do know the cut-off frequency, you do have an objective way to determine the number of 
terms. 
 

Folie 10-11: 
- How do we know which n is enough to precisely approximate the original waveform with our 

n-harmonic reconstruction?  
- An unlimited number of functions would ideally represent the biological signal but is not 

practical - is there a common used max. number of functions that is used and how is this 
determined? 

It’s really a case-by-case basis, there is no universally valid guideline for how many terms to include in 
a Fourier series approximation. 
Note also that our discussion of Fourier series is a theoretical background to understand Fourier 
transformations and what we mean by frequency components of a signal. Fourier series are more 
theoretical than practical. Fourier series are not used in everyday applications but Fourier transforms 



and the frequency domain are actually used in practice. We are interested in the space/time domain 
and frequency domain. 
When you have continuous signals, we have to use sampling, with twice the highest frequency 
component in the signal. The sampling frequency affects how many Fourier series terms are useful in 
the approximation of the signal. If you use cosine or sine terms with a frequency significantly higher 
than the sampling frequency, these will not contribute to the signal as the measured signal will not 
show variations over the short time window in which the high frequency terms would vary. It is not 
possible to have a component of the Fourier series at a higher frequency than the sampling 
frequency. 
 
Harmonic coefficients 
Folie 14: 

- Can you explain what the harmonic coefficients are? Are they used for a harmonic 
reconstruction? And is it correct that high frequencies that are used correlate with high 
harmonics?  

- When calculating the mean, do you just have to try different amounts until you reach the 
correct approximation or is there a faster way to do this? 

- Can you explain again how the two plots of magnitude and phase shift as a function of 
frequency represent the time domain plot? What exactly do they show?  

The harmonic coefficients are the magnitude An and the phase shift φn for each frequency n/P used in 
the approximation of a signal using a Fourier series sN (x) with the following formula: 

 
The signal is approximated with a sum of N terms each consisting of the magnitude * sin() of 
frequency plus phase shift. When you add all these terms you reconstruct the original signal and if 
you have an infinite number of terms you get a perfect fit to the original signal. 

 
To hopefully clarify what we mean by harmonics, harmonic coefficients and harmonic reconstruction, 
let’s focus on the first 0.4 seconds of the blood pressure waveform on slide 14 of part 1 of chapter 2. 
Note that although the wave looks continuous, it is actually a digital signal, i.e. a large number of 
data points right next to each other that collectively look like a line. 

 
An easy (but not very good) way to approximate the signal is to take the 
mean of all the points: that is the 0 frequency component! To get a better 
approximation we can add a first component with a low frequency but a 
large magnitude and a second component that oscillates at a higher 
frequency with a smaller magnitude and a phase shift. Notice the 
maximum of that second component does not occur at the same time as 
the maximum of the first component i.e. there is a phase shift. Both the 1st 
and the 2nd component we have added to the mean are referred to as 
harmonics and defined by the harmonic coefficients’ magnitude and phase 
shift! 
 
 

The more harmonics we include the better our approximation (in slide 14 you can see the fit to the 
original signal is better for 5 harmonics and even better for 10 harmonics). There may be an 
accuracy/speed tradeoff in that fewer terms can be calculated more quickly. If we happen to know 
from experience that the frequencies are only relevant up to 20/period we include only 20 terms and 
we live with that choice! In practice this is done using a filter with a cut-off frequency. You have to 
decide for your application what error level is acceptable! You want to measure something, there is a 
diagnostic purpose, you may want to know for example whether a person has a disease or whether 



people respond to a therapy. You have to do trials where you prove that your method of detection is 
consistent and reproducible.   
 
Folie 14: How do you get the harmonic coefficients out of the blood pressure waveform? 
The harmonic coefficients for the aortic pressure waveform are calculated basically the same way the 
coefficients for the standard Fourier series are, i.e. using formulas derived by matching nth order 
derivatives with some slight adjustments because we use a single sin() with a phase shift instead of a 
sine and a cosine. 

 
 
 
FFT 

- Is there something that needs to be considered when applying FFT to a sine wave with noise 
or can the "normal" FFT be applied?  

- How accurate is the Fourier transformation to analyze the heart frequency in terms of 
abnormalities? 

Most biological signals include noise and yes they can be converted to the frequency domain using 
the Fast Fourier Transform. Changing from the time to the frequency domain helps to get rid of noise 
by determining the cut-off frequency to use for filters. We also need to use filters for ECG data as we 
saw in the activity to reduce noise. It does not affect the diagnosis as we only eliminate frequencies of 
which we are certain they do not come from the biological phenomena we are trying to measure. 
Note the noise is easier to identify in the frequency domain where you can define a threshold 
magnitude and keep only frequencies whose corresponding magnitude is above that cut-off. 
 

Folie 18: Why should one use discrete fourier transform over fast fourier transform if FFT is much 
faster and gives us the same output?  
The FFT is a specific, particularly efficient method used to perform a DFT. So yes absolutely, the FFT 

and the DFT do exactly the same thing and the FFT can always be used whenever a DFT is needed. 

Note the mathematical reasoning for why the FFT is more efficient is beyond the scope of this course.  

 

PART 2 
Frequency and/vs time domains 
Folie 3: What exactly is the time domain and what is the frequency domain? Is time domain when 
you plot the signals based on time and frequency domain when you sort the signals based on their 
frequency?  
Yes, by time domain we mean the representation of a signal as a function of time and by frequency 
domain we mean the signal’s representation as a function of frequency.  
 
Folie 3: 

- When would you use the time domain and when the frequency domain? Are there 
advantages/disadvantages between these two domains when it comes to processing a 
signal? Why do we use different domains?  

- Why choose to describe the signals with a frequency domain over a Fourier series? Is it 
mathematically more elegant and/or easier to work with? Or is it more precise? 



@last question Yes exactly, for some applications such as noise filtration, the frequency domain is 
mathematically more elegant and easier to work with! 

 
Graphing signals in the frequency domain is useful among other reasons because we have a good 
understanding of what frequencies mean! We all understand sound for example! And we have a very 
convenient tool to look at a signal in the frequency domain: the Fourier transform.  

 
We experience sound in the time domain! One note after another! But we can analyze spectrally what 
frequency contributions each of these notes is made up of. For example, on a perfectly tuned piano 
each note would consist of only one sin() wave of exactly the right frequency in Hertz. Since we hear 
both what frequencies are present and how the sound varies with time we have a good 
understanding of what Fourier analysis means and we understand why both the time domain and the 
frequency domain are useful! 
If you do a Fast Fourier Transform of your real signal you get the frequency components, which are an 
equally valid representation of the whole signal since it represents all you hear. You can transform 
back and forth from time to frequency domains and always get the same result! 
 
Folie 3: You highlight the advantages of using the Fourier transformation in the frequency domain. 
Are there also clinical applications in which the time domain is preferred? 
The decision of using the time or frequency domain is mostly relevant when filtering! There are some 
medical imaging technologies that will only look at/listen to the frequency for example resonance 
frequencies in magnetic resonance imaging. In those cases, you do not really have a time or space 
domain signal and if you want to get these you will need the inverse Fourier transform, which will 
give you a reconstructed image. So MRI is an example of an application where we are already starting 
with the frequency domain representation and would like to get the time or space domains but in 
general the reason for using the Fourier transform to process the signal in the frequency domain is 
that we are interested in an easier mathematical approach. (It’s the same with Laplace transforms 
and differential equations!) 
 
Folie 3: 

- What is the magnitude in the magnitude-frequency diagram and how can I determine it from 
the amplitude-time diagram?  

- What exactly determines the magnitude of the FFT? Is it only the sampling frequency?  
The magnitude in the frequency domain is related to the amplitude in the time domain. If you simply 
have a 100 Hz sine wave in the time domain, then in the frequency domain you will have a high 
magnitude at 100 Hz and a magnitude of approximately 0 at all other frequencies. How exactly they 
are related will depend on the normalization method used in the Fourier transform that generates the 
magnitude in the frequency domain but by default if you double the amplitude of your 100 Hz sine 
wave in the time domain the magnitude in the frequency domain at 100 Hz will also be twice as high. 
The frequency in the magnitude-frequency diagram depends on the sampling frequency (the 
maximum frequency detectable in the signal is half of the sampling frequency) but the magnitude 
does not.  
 

Folie 3: 
- What is the relationship between frequency and amplitude to reach the best outcome for 

biological signals? 
- Is it just the frequency of the Fourier transformation which has an impact on the health of a 

person? What impact does the amplitude have? 
That will depend entirely on the signal. A good example would be the electrocardiogram data where 
the best outcome in terms of a patient’s health is the signal with the highest variability! 
The magnitude of the contribution of each frequency component to the original signal is what really 
affects whether an electrocardiogram is calculated to have low or high heart rate variability. Many 



different frequency contributions with a high magnitude for each means high heart rate variability! A 
single frequency with a high magnitude and all other frequencies with low magnitudes means low 
heart rate variability. And Heart Rate Variability as we have seen has been demonstrated to be linked 
to various heart diseases. 

 
Folie 8: Is it possible to deconstruct one biosignal in different ways? Meaning that one biosignal can 
be deconstructed in several different combinations of signals with differing frequencies?  
Of course, you can change the function that serves as a basis for your Fourier series. Fourier series 
would work with sines, cosines as bases but there could be other mathematical functions that you 
take as a basis for the approximation of a signal (a frequently used example is exponentials). Once 
you have settled on a basis for your Fourier series then actually there is a unique solution that 
provides the minimum error with a fixed number of terms and this solution can be obtained using a 
Fourier transform! Of course, there might be a solution that is very close to that but theoretically you 
would have one best solution to approximate the original signal. Note that with an infinite number of 
terms you can repeatedly do direct and inverse Fourier transforms and get the exact same results. 
That’s important as it means the process ends in a single solution! You get the same result every time 
you do it!  
 
Fourier only for periodic signals? 
Folie 9: 

- I did not fully understand why Fourier series can plot biosignals, since biosignals are only 
periodic to a certain degree?  

- So in order for the Fourier transformation to be applied, we need a periodic signal - are the 
biological signals we are interested in generally periodic? If not with Fourier transformation, 
how can non-periodic signals be represented? 

The aortic pressure waveform is a good example: it is periodic! It’s not all the same there are 
differences from one wave to the next but the details of each wave are actually quite similar. You will 
focus on one part to do a Fourier approximation. You can select any of them and will get the 
harmonic coefficients from the Fourier transform. You can be satisfied with the harmonic coefficients 
from one single wave or you can do Fourier transforms for several waves and then average them (a 
typical approach might be to take 10 waves and average the coefficients). 
Note you can think of each pressure waveform as a signature! Every time you sign, you will produce a 
different form but the forms will have some similar characteristics, that are just found in your 
signature. An expert can tell whether it is your signature or someone else trying to imitate your 
signature. If you compare a few of your own signatures you will see that they do not look always 
exactly the same but still each one carries all the information required so that somebody can tell this 
is your signature!  
The pressure waveform is the same thing, with every beat of your heart you sign once!  
The assumption is that you have a periodic signal. But if you have a signal that starts at one point 
then ends of course you can still develop that signal as a Fourier series. The assumption is just that 
this would be repeated infinitely which may not be the case, but you have to make that assumption. 
The problem is if you measure a heartbeat, not every heartbeat is exactly the same. You will actually 
get differences between the different heartbeats, but you have to focus on only a selected period of 
time. You cannot do the Fourier transformation of the whole series to infinity! You’ll do one part only! 
Maybe you could find the harmonic coefficients for Fourier transform of one beat then do it for 
another beat and yet another and then average the resulting coefficients to get coefficients that best 
represent the patient’s characteristics! 
 

PART 2 
Heart rate variability 
Folie 13-14: What causes the heart rate variability, are there genetic influences?  
Note that this is beyond the scope of this course!  



Folie 13-14: What is better about the higher content in low frequency than in high frequency?  

Attention! On chapter 2 part 2 slide 13 we are showing the 
heart rate variability! On the left, we show the heart rate 
variability in the low frequency domain and on the right the 
heart rate variability in the high frequency domain! We are 
not showing content, we are showing variability! When you 
compare heart rate variability for healthy people vs people 
with congestive heart failure, you can see that both the low 
frequency heart rate variability and the high frequency 
heart rate variability are drastically reduced! Notice 
however that heart rate variability at low frequencies plays 

a much bigger role than heart rate variability at high frequencies! The magnitude of these HRV in 
the high frequencies is much smaller than the magnitude of the HRV in the low frequency components 
so the high frequency components do not play such a big role but the reduction in the HRV in the low 
frequencies for people with CHF is dramatic relative to the HRV for healthy individuals! That is why 
there is so much emphasis on the HRV in the low frequency domain because you really start with very 
large magnitudes, many, many components and then with the aging process and with heart diseases 
we notice that there is low heart rate variability meaning the person is not adapted to react quickly! If 
they are subjected to challenges, for example have to run fast or are placed in any unnerving 
situation, they might have a problem with their heart because the heart cannot generate these low 
frequency components! If you do not have heart rate variability in the low frequency region you are 
losing that ability to react to something unforeseen! Yes, in terms of your heart, it is good to have 
high variability in low frequency components, the more you have the better for you! Yes, the loss of 
low frequency components is related to age but we are not sure whether it correlates with lifestyle! 
There is certainly a genetic component there. Aging will contribute to that as well. As we know heart 
attacks increase with age. Lifestyle will also have a contribution to sudden cardiac arrest! 
important aspects to notice about the grandpa and grandma’s signals in the frequency domains:  

This is the grandmother’s signal in the frequency domain: 
- Very low high frequency components 

- Quite a lot of different low frequency components! Quite a lot 

of variability, already has the potential to change! The valves, 

ventricles, atria, all of that will contribute to the signal that we 

have. 

The grandfather on the other hand has this signal in the frequency 
domain:  
- Almost no low frequency components 

- Some mid-frequency components.  

- This heart is beating always the same way! If you challenge it, 

you might have a problem because it cannot go faster quickly you 

would have to wait until the heart rate changes! 

 
Folie 13: Am I right that the frequency component is not equal to the heart rate? If yes, could you 
explain again what a high/low frequency component of the heart actually represents? 
The data plotted in the case study about cardiac arrest was obtained using electrocardiograms just 
like in Activity 2. Yes, the frequency component is not equal to the heart rate. Note once again it is 
important to realize that what is shown on chapter 2 part 2 slide 13 is the heart rate variability within 
the low frequency and the high frequency regions.  
 
 
 



So is it correct that sin(ax)/x is a*sinc(xa)? Do I have to multiply the sinc with the coefficient a? 
@second question: yes, it is correct but attention, we are only multiplying by a to compensate for the 
fact that the denominator is x whereas the argument of sin and sinc is ax.  
 
So with the Convolution theorem you can filter out noise like when using discrete fourier transform 
or what is meant with filtering a signal through a linear system? 
Yes, with convolution you can filter out noise. Note convolution in the time domain becomes simple 
multiplication in the frequency domain. So rather than convolute a signal and a filter signal in the 
time domain you can multiply the FFTs of both and then IFT the result back to the time domain. 
 

  



Chapter 3 
PART 1 
p.2) Specificity of the tracer: 
Many types of compounds can be radiolabeled, including salts, small organic compounds, proteins, 
antibodies, or red blood cells. Tissue-specificity is highly dependent on the application and tracer 
used. However most tracers are not exclusively specific to a single tissue, therefore, PET findings 
should be interpreted with caution and in conjunction with conclusions of corresponding CT, MRI or 
other diagnostic modalities. 
 
p.2) pharmacokinetics of the tracer: 
For example, the thyroid gland removes iodine from the blood. When iodine-123 is injected into the 
blood, it collects in the thyroid like any other isotope of iodine. However, it emits gamma radiation 
that can be monitored to see how quickly the iodine accumulates, revealing if the gland is working at 
the standard rate. Therefore, the tracers' accumulation rate depends on the tracer used, target 
tissue, and the patients' metabolism. For a typical clinical PET scan, the radiotracer will start working 
after 60 to 90 minutes, depending on what type of information the doctor is looking for. The scan 
itself will take 20 to 40 minutes. An image can then be generated using a digital reconstruction 
process. 
 
p.2) safety of radiation imaging: 
PET scans are painless and have few side effects. The scanner does not emit radiation, and the 
volume of radiotracer used for imaging is so limited that standard radiation measures are not 
necessary. The drug half-life is incredibly small since the radiotracer is often simply glucose with a 
radioactive isotope attached. Some agents (such as oxygen-15) have a half-life of just two minutes, 
while others will survive up to two hours (such as with FDG). The medicine will usually be in and out 
of the system within a day. Although the injection can cause localized discomfort and swelling, 
allergic reactions are unusual, and the treatment has no known contraindications, including 
pregnancy. The danger of claustrophobia is the only other concern—and, in certain respects, the 
most extreme. A moderate sedative, such as low-dose Valium (diazepam) or Ativan (lorazepam), can 
be used in acute situations to help relieve anxiety. 
 
Definitions: 

o nucleons: neutrons & protons 
o negatron = negatively charged electron 
o positron = positively charged electron: produced during decay of nuclides with more protons 

in their nucleus than neutrons (where a positron and a neutrino is emitted);  
o neutrino: exists without interfering with external material 
o positron + electron → masses are converted into two photons that move in opposite 

direction during annihilation phase. each photon gains 511keV of energy. 
 
PART 3 
p. 10) annihilation: 
Annihilation occurs when a particle and a corresponding antiparticle meet, and their mass is 
converted into radiation energy. Two photons are produced in the process (as a single photon only 
would take away momentum, which isn't allowed, as no outside forces act). 
 
p.10) limit for how deep in tissue image can be done: 
For example, PET image quality of overweight patients is often lacking, resulting in image noise 
because of photon attenuation and increased scatter fraction. Often scanning time needs to be 
increased in these type of cases. 
 
 



p.18) fifth error source “attenuation”: 
The absorption and scattering caused by photon-tissue interaction lead to photon attenuation. 
Photon attenuation can result in as high as 90% signal reduction in some regions. It depends on the 
spatially varying electron density and tissue thickness. Therefore, attenuation is a considerable 
correction required for quantitative PET imaging, and if not corrected, results in errors of measures, 
including standardized uptake value (SUV). For qualitative analysis (e.g. visual) this is less critical, as 
long as the metabolic contrast is sufficient. Photon attenuation is usually corrected by using 
attenuation maps, that are typically estimated from a transmission scan. These can also be acquired 
using MRI. 
 
p.18) minimize errors: 

o Scatter: In a typical situation, scatter coincidences contribute approximately 40% of the total 
recorded coincidences, and this may vary depending on the size of the object. The scatter 
events are likely to affect the overall contrast of the PET image. However, such scatter events 
can be discriminated from actual events based on the scattered photons' energy. 

o concurrent events/ secondary electrons: Only two detectors in a coincidence time window 
would be required to be activated in an ideal situation. However, more than one positron 
gets annihilated at higher count rates, and more than two detectors may get activated. This 
results in ambiguity about the location of the event. Such ambiguous events can be 
distinguished from valid coincidence events and are usually discarded, resulting in a net 
reduction in the overall count rate. 

→ However, diagnostic errors of PET scan are relatively infrequent (around 2%) but non-
negligible. 

 
 

  



Chapter 4 
PART 1 
Physics of X-ray production:                         Slide 17 
Do I understand correctly that the electrons change direction by interaction with the core & thus 
photons are emitted in the original direction of the electrons? How are different colors in X-Rays 
achieved? 
Yes. X-Rays are produced as followed: electrons shot at a target (=anode material)→on target there 
are atoms with nuclei and electrons→interaction between atom (nuclei) and electrons→ electrons 
change direction& are decelerated (due to the nuclei’s positive charges); nuclei only move very little 
(much higher mass than electrons)→release of a photon. If the electron hit the atom close to the 
nuclei→stronger interaction→ higher energy photons produced. If the electron hit the atom further 
apart→lower interaction→less energy photons emitted. This results in a spectrum of different 
intensities= colors.  
Attenuation and other interactions between X-rays and material to be analyzed    Slide 12  
According to the diagram of the Brehmsstrahlung, could you say in general that 
the lower the wavelength the higher the relative intensity of an x-ray? Why do 
we need higher energy to have smaller wavelengths? Is there a limit to how 
small the wavelength can be? 
There is a region to the right of the peak where the lower the wavelength, the 
higher the relative intensity but obviously that is not true to the left of the peak. 
The diagram shows a similar set-up for different applied voltages which is shifted 
a bit: a middle regio with an intermediate energy occurs very frequently while 
the region with a very high energy and the region with a very low energy both 
occur quite rarely.  
By relative intensity the amount of emitted photons of a specific wavelength is 
meant.  
Not to be confused with the fact, that the lower the wavelength the higher the energy of the X-Rays! 
High energy electrons generate more high energy photons (=photons with lower wavelengths).  
As the excitation voltage decreases the curve gets flattened out (=no characteristic peak anymore). 
Thus, generating X-rays of a specific wavelengths needs high excitation voltages. In clinical settings: 
50-140 kV. 
Where in the graph can we see this factor 3 of energy loss?  
Maximum photon energy= h * frequency= h*c/wavelength    
➔ h=Plack’s constant c=speed of light 

➔ min wavelength= x-intercept= wavelength with the most energy 

One sees that only low relative intensity at min wavelength for all applied voltages.  
Total energy of X-rays is proportional to the area under the curve. The average energy of the photons 
detected is then the total energy divided by the number of photons. Because the curve is skewed 
with a much larger number of photons to the right of the peak than to the left, you can qualitatively 
see that the average occurs at approximately around 3 times the minimum wavelength= factor of 3 
of energy loss. 

Where do the incident photons come from? Are they produced by a radioactive decay?   Slide 26  

They come either from an X-Ray tube, from a radioactive decay or a non-radioactive material 
exposed to radioactivity.  
Different Radionuclides have characteristic emission spectra (e.g. iron: 6.4 keV and uranium: 111 
keV). Radionuclides are more expensive and bring health concerns with them.  
Which element in these figures is the X-ray. I understand that the interaction of the incident photon 
with an atom has an impact on the further progression of that photon, but I'm confused about which 
component is then what we detect as an X-ray. Could you please go over that once more? Have I 



understand it correct, x-Rays are only electron, which are ionised through photons? And the image is 
created, when this ionised electrons hit the detector?      Slide 26  

The incident photons are the X-rays! Without the object we measure the incident photons. With the 
object we measure only the part of the X-rays that are not scattered by the photoelectric effect or 
Compton scattering. The photoelectric effect and Compton scattering are the two main processes 
that lead to attenuation of X-rays. We measure the 
detected intensity with and without the object. Without 
the object there is neither photoelectric effect nor 
Compton scattering. With the object you will have both. 
How much of these is happening depends on the incident 
photon energy. We are in the area of 20 to 100 keV. Both 
Compton and photoelectric effect stop the X-ray photons 
we would have measured. Both emit electrons (that’s why 
X-rays are ionizing ) These electrons are way to big to fly 
through the body. Compton scattering also generates 
scattered photons. These scattered photons are not 
measured.  

Can the lower energy scattered photon (produced by Compton scattering) also lead to a further 
production of an electron which then can be dangerous for us? Or is the energy of this photon too low 
for any further ionization?        Slide 26  

Yes, further electrons can be generated due to the photoelectric effect or Compton scattering. The 
photon energy decreases a bit every time→UV frequencies reached quickly→not too dangerous 
because not a deep penetration.  

What other parameters (but density) influence the linear attenuation of tissue? Why does the 
attenuation change with the different intensities? Are less deflections possible with higher intensities? 
What does have the total absorption to do with the linear attenuation and the applied energy?  

Slide 25  

µ (=attenuation coefficient) decreases with increasing photon energy. This is because the higher the 
photon energy the lower the wavelength. A low wavelength can be visualized as a low beam cross-
section which helps understand why it is easier for high energy photons to find space in a material, 
traveling through without being attenuated. Note however that if you interact with something 
(which is less likely) there will be a higher effect as a result of the high energy of the photons. So at 
high energies, most of the X-rays travel through unimpeded and there are only small differences in 
attenuation between muscle, bone and fat. However, at low energies, the contrast between different 
materials is enhanced! So usually X-rays and CT scans are performed at low energies.  

Total absorption is the integral of all absorption along the path of the beam. It has nothing to do with 
the energy of the beam as you sum up between all linear absorption coefficients. Total absorption 
along the path will be much higher at low energy but is not so different for muscle and fat relative to 
bone. Capability of tissue to absorb material is integral of all absorption coefficients and all lengths.  

 

X-ray detection and associated apparatus      Slide 22  
How big are the gaps in a collimator? Are the Collimators moving to detect each area of the object or 
is the gap big enough to detect the whole picture of the body part? How do I find the right gap 
between the two parts of the collimator to get the best picture in the end? Does this depend on the 
size of the object, size of the detector or something different? Wouldn't the resolution decrease with 
bigger gaps in the collimators? 



There is no rule for how big the collimator has to be you have to optimize for the resolution you have 
to achieve and the acceptable imaging time /exposure.  

The size of the collimator before the object must be adapted to ensure parts of the object that are 
not being imaged are not exposed to radiation. The size of this hole in the first collimator will depend 
on the focus of the X-ray tube. If too small hole: lose many of the produced photons. Collimator 
define a certain area where there is a good match between focus and resolution. Picture size is 
defined by how much you can move the detector. Multi-pin holes would allow you to limit the 
movement. 

The size of the gap in the collimator after the object will define the resolution. Making the second 
collimator very small will define a fine resolution but it will take a long time until you have 
accumulated enough photons to confidently calculate the attenuation at each point meaning longer 
radiation exposure. Note that in reality it is very difficult to collimate in very high resolution so often 
real systems don’t have a second collimator! You have to live with the fact that you have scattering 
on the right side. In modern CT you have all the detector being exposed in one go you don’t have a 
collimator on the right side. You want to use as many photons as possible.  

Is it correct that the first collimator is only for safety reasons (To make sure that only the area of 
interest is exposed to radiation)? Are there alternatives to the collimator? Or is it the best method to 
block scattering? Why are the photons which are not detected due to the collimator not important for 
the image? 

Yes the first collimator is there for safety reasons. In order to have a good match you need the 
second collimator smaller than the first. It’s mostly about radiation dose.  

The second collimator blocks scattering. You can have different types of collimation systems but 
collimation just means attenuating a ray in all but a certain area so you can use different setups for 
this collimation but any device you use to do this is a collimator. 

What we measure is the difference between the detected intensity without an object between the 
two collimators and the intensity with the object. We move the collimation system to get point by 
point the entire image using reconstruction. 

Radiation exposure and safety measures    no direct Slide reference 
How harmful is such a CT-scan and how often is one allowed to take one? How does the radiation 
exposure from the CT compete with the one from an x-ray? Compared to natural radiation exposure, 
how much higher is the exposure using x-ray radiographie or CT? I have also a question about the 
lead grown protection for x-rays. Does it protects the upper body and the organs? But what is with 
the rest of the body, why we don't protect the rest ? Are some organs / tissues more vulnerable to x 
rays / CT scans than other tissues? If so, do these tissues / areas need to be avoided in a scan or is it 
no major health concern to do a full body CT scan or full body x ray scan? My question is similar to the 
one from Flavius. I remember that as patient you had to wear a lead gown protecting the 
reproductive organs from x-rays. It seems not to be necessary in CT. Are the CT x-rays less intense and 
therefore less dangerous for the DNA? 

X-rays are safe in moderate doses! Way to realize actual exposure: compare dose with doses of daily 
experiences. A flight to North America and back or even fluoroscopy during surgery.  

The most harmful X-ray based radiographic technique, only results in the equivalent of an annual 
dose of exposure to natural X-rays. This is higher than CT and half what you get from flying from the 
US to Europe (because there is high exposure at high altitudes). 

Note it is very important to make sure the medical personnel is not exposed as the doses they 
accumulate from X-ray scans several times a day over long periods could indeed be very harmful!  
Edison’s assistant Dally whose hand the fluoroscope was repeatedly tested and demonstrated on had 



that hand amputated and died of carcinoma. As we saw previously collimators, protective materials 
and other safety measures are used to minimize exposure of patients and medical personnel. 

Why don`t we just always use MRI instead of a CT scanner?  

First of all, not all tissues have good contrast. MRI is based on water so you have no signal in bones 
for example because bone does not contain water. Most of the CT scanning will be musculoskeletal!  

Second, CT provides high resolution images of high quality in short times. In high resolution CT the 
time needed to get enough signal to noise is related to the fourth power of the resolution. Doubling 
the resolution involves scanning 16 times longer! While this may seem high, for MRI it is much worse: 
doubling the resolution requires scanning for 1000 times longer! 

Finally MRI is also more expensive. Not only because the initial apparatus is more expensive but also 
because maintenance is expensive due to the requirement for supercooling. To be cost-effective, CT 
scans are preferred to MRI. Note also it is important to understand that low X-ray doses are safe.  

 
 
 

PART 2 
 
Can you explain again why the angle of the object (in this case the circle which the signal passes 
twice) affects the attenuation / the signal? How would the signal look like without the two objects 
inside the circle. like a flat parabola?       Slide 5  

Projections taken at different angles can be completely 
different! From one angle two objects could be aligned 
meaning the attenuation is much larger than for angles from 
which the objects are not aligned. 

Without the objects in the middle you would only have the 
circle so the projection would have the samples with the 

highest attenuation where the rays hit the circle tangentially 
(longest path through the circle), almost 0 outside the circle and 
high inside the circle but lowest at the center.  

 

Multislice systems         Slide 47  

Since the multislice system that is mostly used nowadays is based on third generation: Are there also 
some applications of a CT scan where one would rather use a fifth generation scanner type? And 
what are the advantages of the third generation scanner compared to fifth generation? Does that 
mean that the radiation exposure of the 5th generation is lower compared to the other generations? 

The advantage of a 5th generation scanner over a 3rd generation is speed. However, 3rd generation CT 
scanners are much more cost-effective. 5th generation scanners need detectors all around the 
object/body. Detectors are expensive! 

In hospitals mostly 3rd generation CT scanners out of cost reasons. When high speed is needed (e.g. 
baggage scanning at airport) 5th generation is a good solution. 

The radio 

The total radiation dose from both generations are about the same. However one scans much faster 
with the 5th generation scanner: thus, not so long exposure but more concentrated one.  



Note: in the 5th generation scans, the slice is always a bit larger than it needs to be so there is some 
overlap and too much material is exposed. which is less dose efficient than a large 2D flat panel as in 
3rd generation. 

What makes a CT Scan expensive? Can we decrease the cost by decreased resolution (if such a high 
resolution is not needed for specific cases) 

Cost can be decreased when decreasing resolution. Shorter Scan Times→cheaper scans. In clinics not 
always highest possible resolution used (resolution, cost and dose taken into consideration).  

Resolutions have not very much changes since the 1990s. Then it was about 1mm. Now it is 0.3-0.5 
mm. The highest doses you can have for fluoroscopy during surgery is an annual dose. It’s higher 
than CT and half what you get from flying from the US to Europe (because there is high exposure at 
high altitudes). 

Can you explain again the differences between slice, projection and sample ? What is the minimum of 
projections needed to reconstruct a 2D object?       Slide 10  

Each red bar (i.e. the absorption for one line measured from a certain angle) is one sample. We 
sample along a projection so all the red bars make up one projection.  

A slice is then obtained by reconstructing from many projections! When you measure you don’t see 
the slice. The entire green image is a slice. It has a certain thickness (maybe a mm) which we do not 
see. The slice is the anatomical section we would like to reconstruct. In the measurement you do not 
see the slice, which is why you need reconstruction.. 

Minimum of needed projections has to do with the sampling theorem but the projection will typically 
have as many samples as you wish your image to have. This is just how people do it, i.e. a heuristic 
guideline, it does not have to be this way.  

When calculating the sinogram, we also need to decide how many projection angles we wish to use. 
To get enough projections to get the resolution you want, theory is you need about twice as many. 
The more projections the higher the radiation dose. Practically, there are two widely used heuristics:  
making the projections half the side length of the sample matrix is enough i.e. 256 x 256 sample 
image need 128 images to get good quality after reconstruction or making the number of projections 
about the same as the number of pixels there are across the object (to see why this is so, consider 
how many unknown pixel values must be determined in the reconstruction process and compare this 
to the number of measurements provided by the projections). In modern CT, attenuation profiles are 
typically acquired a thousand times per 360° rotation of the gantry. 

 
 

PART 3 
Direct reconstruction                         Folie 3  

What errors could we get when reconstructing the images? What are the most common errors that 
can happen during the reconstruction of the image? 

→ See also activity 4 

 Examples: errors that could occur include not having enough samples, wrong filters for convolution 
etc. 

How do we get this colored picture? are certain absorption values connected to certain colors? 

           Slide 62  

Yes certain absorption values are connected to certain colours. Of course these diagrams were 
provided to illustrate the concept of backprojection. In reality we don’t have three colours only and 



rules like green + black makes green and green + green makes grey we have grayscale values. The 
entire image is a palette from black to white with lots of shades of gray in between and depending 
on how the total absorption summed over all projections in one voxel compares with the range 
across all voxels, the voxel will be a different shade of gray. Of course the goal is to visualize 
differences in total absorption between different tissues. Which values are assigned to which colours 
will depend on what values we have once we sum all projections. Note that in reality this is done in 
grayscale not RGB. The brightness corresponds to the density of the material. 

 

Chapter 5 
PART 1 
 
Piezo Electric Crystals                      Slide 7 ff 
What are piezo electric crystals, what are they made of and why do they expand upon stimulation 
with a voltage?  What materials are the piezo electric crystals in ultrasound transducers typically 
made of? Are there advantages in choosing one material over the other? Does the generated voltage 
only depend on characteristics of the soundwave or are the properties of the piezoelectric crystal 
equally as important? What amount/size/volume of those piezo electric crystal is used in such a 
device? Is this number similar in every ultrasound device? 
Piezoelectric materials produce an electric current when they are placed under mechanical stress 
and conversely oscillate when a voltage is applied. There are several materials in nature that possess 
piezoelectric properties. Bone for example is piezoelectric! Proteins are often piezoelectric, crystals 
like quartz can be piezoelectric and ceramics such as lead, zirconate and titanate are also 
piezoelectric.  
Ceramics→used in US imaging as piezoelectric arrays. These arrays do not listen to sound only, they 
listen to mechanical deformation! If you take a piezoelectric material and press on it, a current will 
flow leading to some voltage that you can measure! Can imagine you are squeezing out electrons out 
of the material and in reverse when adding a current you can imagine you are squeezing in electrons 
and therefore the material expands. Note the process can be repeated continuously, resulting in 
oscillations.  
Several piezoelectric materials oscillate in the range of frequencies which results in ultrasound wave 
production. The relationship between voltage and the amplitude of the oscillation of the 
piezoelectric material varies from one material to the next.  
The exact amount, size and volume of these piezoelectric materials varies from one system to 
another. This is proprietary information for each system and company. There are secrets in the 
different companies, some transducers are better than others! Typically, the systems are quite 
similar in performance though and we will choose based on price.  
 
Are the crystals the same for sending out waves and receiving them? Are the piezoelectric crystals in 
the transducers synchronized with each other? 
Same for sending out and receiving a signal, but not doing both at the same time. You send out then 
stop sending out, wait for the waves to return and invert, i.e. detect the voltage generated by the 
returning waves loading the piezoelectric crystals.  
To prevent interaction between the outgoing and incoming sound waves, you take into account the 
speed of sound and how far you can get into the tissue and adapt the duration of your impulse. Note 
the impulses are very short! Since you are in the MHz region you can generate a lot of signals with 
very short impulses of about 1 mm in distance! 
Speed of the ultrasound waves: 1500 m/s  
Frequency of the ultrasound waves: 5 MHz 
Duration of one period: 0.2 microseconds Length of one period: 300 microns!  



Thanks to modern-day electronics you can make sure there are no delays in the firing of the 
piezoelectric crystals. Sometimes you want to direct change, orientation, have more information 
from one side and this can also be coordinated with appropriate electronic circuits. 
 
Does one use different frequencies in practice and does the use of different frequencies change the 
characteristics of the sound wave? How high are the frequencies used and would different 
frequencies result in the same image? Can you increase the resolution by increasing the number of 
piezoelectric crystals? 
Yes, the range of ultrasound frequencies used is standardized to some extent. Typically for medical 
ultrasound one uses 1 to 20 MHz. Much higher frequencies would lead to much more absorption. It 
is very difficult to penetrate with high frequencies through tissue. Waves with very low frequencies 
penetrate the material more easily but lead to images with lower resolution. So, a range of 
frequencies is chosen that is a compromise between penetration depth and resolution. Note 
frequencies are often displayed logarithmically so on graphs the range 1 to 20 MHz used for 
ultrasound appears to be small. Also note that there are all kinds of effects so better resolution is not 
always better from a diagnostic point of view. 

 
Consider also the fact that ultrasound is a medical imaging procedure but is not meant to be a 
quantitative procedure. The physician usually looks at an ultrasound and qualitatively judges the 
functionality of the patient’s organs (heart behaviour, kidney stones …) it based on his experience 
and knowledge and does not perform any further computational analysis of the data. 
 
Can you increase the resolution by increasing the number of piezoelectric crystals? 
By increasing the number of crystals you just increase the number of ultrasound waves generated! 
You scan a larger area. To increase resolution, you need higher frequency sound waves. Absorption is 
going to be an issue at high frequencies. Lots of energy on a very small area → detrimental. Can 
destroy material this way. This is the principle behind treatment of kidney stones! 
 
Can the device measure and send out at the same time or would they be affected by each other? 
Since the Piezo Electric Crystal is both generator and detector of the signal, how can interaction (e.g. 
interference) between the "outgoing" and "incoming" sound waves be prevented? 
No the device cannot measure and send out at the same time, there is a short time period between 
the outgoing and incoming signals. 
 
US Generally:           Slide 12 
Does body composition effect the quality of the image or the output we get? 
If you have so much fat that you have used all your energy to go into the tissue with a certain 
assumption. You are limited in how deep you can penetrate in the body. Ultrasound is used in many 
different places! Invasive ultrasound: probe inside. Can get closer to heart if you have an ultrasound 
device that you swallow, closer and better access to the heart. It is an issue that body composition 
plays a role and size of the body. Can do more if there is less fat. 
 
Why are you not using a bigger ultrasound transducer to capture more of the reflected waves?   
We need to have contact between the transducer and the skin (US waved don’t go through air)→ 
compromise between capturing the reflected wave and having good contact between skin and 
transducer.  
Adapt the shape and size of the transducer for different applications:  
Very wide detectors for example for flat bellies, can compress Through bones, inside rib cage, need 
something to get inside and send a focused signal. 
 
What is the different between reflection and refraction? How can you recompose an image, if the 
reflected waves are coming back to the detector anywhere (due to refraction beforehand)? Does the 



refraction angle also play a role here? E.g. is the refraction angle different for different types of 
tissue? 
Refraction depends on the tissue, notice this is something you don’t want! Reflection between fat 
and muscle but refracted wave (pink)  
Refraction is indeed a problem. Refraction doesn’t help but is a fact. Refraction leads to loss of 
resolution. Physicians are aware of this potential issue! They are trained to take into account 
refraction artefacts. You don’t work with two to set the angle correct, Anything that is referacted is 
aberration. A clarification: We have to be careful, these are processes we don’t want. You need the 
effect! No refraction at all → no reflection either. Reflection at interfaces between different types of 
materials. Reflection: wave coming back. Refraction: wave moving forward which might then be 
reflected again at the next interface. 
 

PART 2 
Impedance:           Slide 3 ff 
Does osteoporosis change the impedance of bone? And if yes, could we use US imaging as a 
diagnostic tool? 
Yes, osteoporosis changes the impedance of bone. Inside of your bone, for example in trabecular 
bone, the density of bone tissue (mostly collagen and hydroxyapatite) is much lower in individuals 
with osteoporosis and hence the impedance is lower. You can look at and measure impedance with 
ultrasound so ultrasound is an osteoporosis diagnostic device, but it is very difficult to penetrate 
large bones because bone is quite absorbing. Ultrasound is used on finger bones and calcaneus 
(foot). That’s where it is easy to use ultrasound to get the mechanics.  
 
Wouldn’t the impedance of air be Z=p*c which would be 343=1*343? but we get 0.000429. How do 
you get the impedance of 6.5 for bone? If I multiply 3360*1789 and then divide by 1'000'000 I get 
6.01 .... How do we get from "c" and "p" to "Z"? Is there some kind of unite change or calculation 
that is not shown?         Slide 15 
The impedance table has been corrected. In the original table before the mistake was corrected, the 
value reported for the impedance of air was erroneous and all the other materials had the wrong 
calculation for the impedance. Note that the impedance is in Megarayls, which are millions of N s /m3 
hence the values shown for impedance are 106 power. 
 

PART 3 
Hier fehlen die Antworten ab dem Q&A Folie 10. Ich habe nachgefragt, vielleicht kommen diese 
noch.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 



Chapter 6 
PART 1 – MAGNETIC RESONANCE IMAGING 
Slide 3 – I have seen a MRI picture of a lung in a lecture and it wasn't an angiography but 
specifically a visualization of the gas filled lung parts leveraging MRI. The diamagnetic ratio of air is 
pretty bad even though the air gets moisturized by the body and with that increases the produced 
MR-signal but probably not much beyond a reasonable SNR ratio... How is it possible to visualize 
the gas filled voids like the lungs using MRI? 
MRI of the lung is a challenging field especially as only about 30% of the lung contains protons. You 
have very correctly outlined the issue that the moisture in the air in the lungs is not present in high 
enough concentrations to exceed the desired signal to noise ratio. My guess would be that the images 
of the lungs using MRI were obtained using tracer gases. These tracer gases are hyperpolarized noble 
gases, such as helium-3 and xenon-129 that are inert and not taken up by the body through the 
alveolo-capillary membrane, but that have an odd atomic weight and therefore provide nice MR 
images with high signal and contrast to noise. The procedure is to breathe these in, hold your breath 
then image them dynamically with diffusion-weighted MRI. 
 
Slide 4 – In which cases do we prefer MRI for example compared to CT, i.e. when is it better to use 
a MRI instead of a CT? 
CT scanning is most used for musculoskeletal applications! MRI may be most appropriate for soft 
tissues, especially the brain!  
MRI is more expensive, does not provide as fine a resolution and takes longer. However MRI may 
sometimes be viewed as safer in that CT scanning involves irradiation with X rays though of course 
low X-ray doses are safe. More importantly, MRI can be used to image soft tissue (anything water! 
 
Slide 12 – What does odd atomic weight exactly mean? // Why do only atomic nuclei with odd 
atomic weight have a spin? 
Answering this question properly would require going into quantum physics and concepts such as 
intermediate states and full spins which is outside the scope of this course. For the purpose of this 
class, consider that the atomic weight is odd if the total number of protons and neutrons in the 
nucleus of an atom is odd. For example a hydrogen atom consisting of one proton and one electron 
has an odd atomic weight because 1 proton = odd number whereas helium consisting of 2 protons 
and 2 neutrons has a total of 4 nucleons which is even, i.e. an even atomic weight. 
 
Slide 11-13 – Why do water molecules generate non-ionizing waves? Does that happen in other 
molecules too? // Why do we need water and not another substance? What is the exact function 
of it? (p.11) // How is it possible that only the spins of the hydrogen atomic nuclei in water are 
taken into account and not the spins of all H-atomic nuclei? (p.12) // Do the hydrogens of 
carbohydrates and other proteins also have a similar spin which can be used for 
dedection/imaging? (p.12) // Are there also other molecules in the body with similar properties 
(odd atomic weight, spin) as water that can be used for MRI? (p.13) 
Water molecules do not necessarily generate waves by default they just contain hydrogen atoms 
which have a spin. However when you apply an electromagnetic field, the spin of hydrogen atoms 
changes then relaxes over time generating radiofrequency waves. Electromagnetic waves directed 
from outside at a material may interact with spinning hydrogen atoms in water molecules and this is 
what we detect. Electromagnetic waves may also interact with other atoms that have a spin (i.e. all 
the atoms with an odd atomic weight). 
The spins of all H-atomic nuclei are taken into account. Water is just the most abundant source of 
hydrogen but hydrogens in carbohydrates or other molecules are also taken into account. We could 
also use MRI to target other atoms with odd atomic weight, e.g. phosphorus. In each case the key is 
you need enough atoms to generate a large enough signal to detect ! Phosphorus is almost always 
present in much lower concentrations than H atoms meaning you have to look at much larger 
volumes to detect a significant phosphorus based signal. 



 
Slide 17 – In the slides the gyromagnetic ratio for hydrogen is stated. to measure the Larmor 
frequency do you also need the gyromagnetic ratio for oxygen, since we are dealing with water 
molecules? 
Water molecules are just the most abundant source of hydrogen in the body. Hydrogen is the most 
abundant atom with a spin in the body. Oxygen does not have a spin because it has an even atomic 
weight. Other atoms such as phosphorus also have an odd atomic weight and therefore a spin but 
their Larmor frequencies are different so we do not detect them when we set our radiofrequency 
reception antenna to receive approximately the Larmor frequency of hydrogen.   
 
Slide 17 – What exactly is the Larmor frequency? why is it important? 
The Larmor frequency is the precessing frequency. Every hydrogen is going to 
precess around an axis oriented in the direction of the applied magnetic field at a 
frequency proportional to the magnetic field and calculated as 𝑓 = 𝛾𝐵0 where f 
is the Larmor frequency, 𝛾 is the gyromagnetic ratio, which for hydrogen is 43 
MHz/Tesla and 𝐵0 is the magnetic field strength in Tesla.  
 
Slide 17 – How can contrast medium be used for better imaging? What material/chemical could be 
a contrast medium? What is the physics behind it? 
Yes if you have areas where you would like to improve the spin because otherwise you would not get 
the right signal then you could use certain contrast media, for example gadolinium is often used in 
MR as a contrast medium for hydrogel. They are typically encapsulated, can be injected in the blood 
stream or be injected in the joint space or eat it to see what happens in your intestine in terms of 
digestive processes. Typically it is used for dynamic processes. How does it travel, where does it go, 
how quickly does it go? Don’t know how long it takes the blood to get certain places. You measure 
flow but cannot necessarily tell whether the contents are transported so a contrast agent can be used 
to determine that. 
 

PART 2 – MAGNETIC RESONANCE IMAGING 
Slide 4 – In this animation all the protons have the same orientation at the beginning. Is this also 
the case in the human body? I think in another lecture they told us that this is achieved by applying 
a B0 field at the beginning? 
Yes!!! This is with an applied B0 field! The reason the protons’ spins are initially aligned is that there is 
a B0 field.  
 
Slide 4 – Does the RF coil send the RF pulse AND receive the radio frequency signal after 
deflection? // Does the RF coil send the RF pulse and receive the radio frequency signal after 
deflection? 
Yes. A coil is used to generate a magnetic field pulse that changes the spin of atoms with odd atomic 
weight. As the atoms’ spins relax back they send out radiofrequency wave. These are detected with 
the same RF coil which just has to be tuned to listen to the correct radiofrequency.  
 
Slide 4 – Could higher or lower frequencies be used to energize the protons in order to get 
different resolution 
The atoms generate radiofrequency waves at a frequency that depends on their gyromagnetic ratio 
and the applied magnetic field.  
 
 
 
 
 
 



Slide 4 – From what I understood now, this technique only works if most of the protons spin 
parallel to the magnetic field in the beginning so that they can be changed using RF to spin 
antiparallel, but I cannot imagine that this is always the case in real life. Could you explain a bit 
more to why this works? // How can the net magnetisation point into the xy-plane? ie. why are all 
protons suddenly spinning synchronous? // How can we determine, if the net magnetisation 
aligned fully within the xy-plane ? 
Yes it is always the case in real life that when a magnetic field is applied the protons align their spin to 
the magnetic field. If a magnetic field is then applied for a short time (a pulse) in another direction the 
proton spin will change for a short time then relax back to the original state while releasing 
radiofrequency waves.  
 
Slide 4 – how do we know how long we have to emit RF signal? Is the MRI device constantly 
measuring net magnetization? 
We are measuring the radiofrequency waves and applying a magnetic field pulse. 
 
Slide 4 – What happens when the net magnetization is negative? (That is all vectors are 
antiparallel). Does this have a negative impact on the analysed body part? // Why does the net 
magnetization due to the RF coil shifts only to the XY axis, and not down to the negative Z 
direction (total inversion of the magnetization)? // Is also a transition from anti-parallel to parallel 
state possible due to this "excitation" of energy ∆E? Or is it then a "release" of ∆E? 
Can flip the spin 90° or 180°. If you flip 180° all spins are anti-parallel. This is potentially possible, but 
rarely used. Might get better contrast enhancements by flipping 180° instead of 90°. No it does not 
have a negative impact on the analyzed body part. The main reason this is not done is that it requires 
a much higher magnetic pulse to be applied. With very high fields there might be a detrimental effect 
on health but this has never been proven in any studies. Higher B fields may lead to headaches in 
patients.  
 
Slide 5 – Is there just a stable B1 at 0° and 90° or is it also possible to keep B1 at an angle in 
between? And what is if we have not a strong enough RF Pulse, does the MRI also function if we 
don't reach the 90°? (p.5) // What is the advantage of choosing a 90° angle? (p.5) // How exactly 
do we calculate the net magnetization vector M? (p.5) // How did they determine T1 in this graph? 
Can you do that graphically? (p.11) 
Theoretically you could design the system to work with the angle you want. The process in every case 
is to measure the radiofrequency waves emitted correlate with the magnetization in the z direction, in 
the end you just have to be able to calculate the exponential recovery in the z component of the 

magnetization with a time constant T1  which follows the equation 𝑀𝑧(𝑡) = 𝑀𝑧,𝑒𝑞 (1 − 𝑒
−

𝑡

𝑇1) as 

shown in the following figure:  
So it is just for convenience and 
convention reasons that we usually apply 
B1 at 90°. We could choose 45° but that 
would mean our observation time would 
be shorter and we would observe only a 
truncated recovery curve.  

 



Slide 5 – what happens if we excite them with a RF pulse not at Larmor frequency? 
Note that the Larmor frequency is different for different atoms. Most often we excite the material we 
are observing at the Larmor frequency of hydrogen. If we choose a different frequency we may be 
able to listen to another atom with spin that emits radiofrequency waves at the frequency you are 
detecting but not hydrogen. You could image other atoms than hydrogen as long as they have spin 
but usually there is not enough of these. 

 
 
Slide 10 & 15 – As T1 is temperature affected, do we have to calibrate the system for every patient 
or are these small differences of no impact? And is the T2 factor also temperature dependent (not 
stated on the slides). (p.10) // As stated before T1 is dependent on viscosity and temperature of 
the material. When comparing to this table T1 and T2 do not correlate. Can we therefore conclude 
that T2 is not dependent on those parameters, what other parameters could have an influence on 
T2? (p.15) 
Yes T2 is also dependent on temperature as seen in the following: 

Note though that our range of 
temperatures for medical imaging of 
the human body is somewhere 
between 37° and 40° so the difference 
in T2 is relatively small. May be best 
to avoid NMR if you have a fever but 
in any case the effect would be small. 
Note also that joint spaces usually 
have a smaller temperature so may 
have a smaller temperature because 
joints are less close to the blood 
supply and therefore vary with the 
temperature of the environment. 
 
 
 

 
 
 
 



PART 3 – MAGNETIC RESONANCE IMAGING 
Slide 4 – So depending on the position (z axis) the different protons experience different Larmor 
frequencies because of the change in magnetic strength? 
Yes absolutely.  
 
Slide 4 – How big are the differences in the applied magnetic field and how precise is this 
measurement or the localization? 
1.5 to 3 Tesla for a normal NMR in a human and up to 30 Tesla for samples. This is then the B field. 
Gradient fields are 30 to 60 milliTesla per meter (the opening is a maximum of a meter). A factor of 
100 or even more is the extra signal needed. Have to be precise but also have a range. 
 
Slide 8 – Why is the frequency range restricted, does a thick slice not give more information? 
The ability to image thinner slices implies that one is able to create 3D visualisations at a finer 
resolution. The frequency varies throughout the sample/body being imaged and is only in the 
radiofrequency range within a thin slice that you want to target specifically. 

For example a 30 mm sample with 1000 
slices will have a 30 micron resolution! 
If there was only a 1 microtesla detection 
range then you would only see a very small 
section that has exactly the target 
frequency. From the physics point of view 
this is extremely precise, only those will be 
affected. It’s too little it’s too small the 
section is so thin you don’t have enough 
signal anymore. You need to tune the range 
of frequencies that you can listen to. 

 
Slide 8 – So can you vary the thickness of the slice by changing the strength of the applied gradient 
over the magnetic field? And is this done in the clinical or why not? 
Yes this is being done, you can vary the thickness of the slice you will detect by tuning the range of 
frequencies detected by the antennas, the RF coils. Slice thickness is directly related to resolution in 
the z direction. If there is not a lot of frequency changes in the z direction and you don’t. Objects that 
are only a few mm long or wide or thick you will need to make the slice thickness smaller.  
Note you will need to wait a lot longer to detect enough signal at lower slice thicknesses. That is why 
NMR is not a very fast technique. The signal to noise ratio in the images is related to the 13th power of 
resolution so making the resolution finer by a factor of 2 will require 2000 times longer measurement 
times. This is one of the major limitations of NMR. 
 
Slide 10 – Have I understood it correctly, that the gradients in x,y,z direction are not applied all at 
the same time but one after the other? And the change in magnetic field then changes the 
frequency and consequently the phase? If this view is incorrect, I am a bit confused why a gradient 
in y-direction changes the phase but and a gradient in x-direction changes the frequency? 
Yes you are right. The gradients in the x, y and z direction are not applied at the same time. Consider 
an MR image composed of 9 voxels (3x3). The slice selection has already been done. Typically you 
don’t want to go sagitally through the body the cross sections are a lot more symmetrical and tend to 
be the targets from a medical point of view. Of course in practice you would not use a 3x3 matrix  but 
rather 256 x256 matrices or 512 x 512 matrices or even finer. 



              

The z direction would look out of the plane. 
This may be a mm section with 9 voxels that 
each have 1 mm side length. Once you have 
done the slice selection with the gradient in the 
z direction, all voxels are in the same 
precessional frequency and are all in phase 
after the slice select gradient. 

              

1.Apply a y gradient /phase encode gradient 
(could also be in the x direction but here y by 
convention).  
2.The nuclei in each voxel experience different 
magnetic fields. Nuclei in the highest magnetic 
field (top row) precess fastest and advance the 
farthest (most cycles) in a given time. When 
the y “phase encode gradient” is on, spins on 
the top row have relatively higher precessional 
frequency and advanced phase. Spins on the 
bottom row have reduced precessional 
frequency and retarded phase. 

              

3. Turn off the y “phase encode gradient”. 
4. All nuclei resume precessing at the same 
frequency. 
5. All nuclei retain their characteristic Y 
coordinate dependent phase angles. 

 

6. A “read out” gradient is applied along the X 
axis, creating a distribution of precessional 
frequencies along the X axis. 
7. The signal in the RF coil is now sampled in 
the presence of the X gradient. While the 
frequency encoding gradient is on, each voxel 
contributes a unique combination of phase and 
frequency. After applying a frequency encode 
gradient you have a unique combination of 
frequency and phase in each voxel so in total 9 
unique signals you can read out. You can tune 
your antenna to only read your signal from one 
of these combinations. That is how you obtain 
spatial resolution.  

 
8. The cycle is repeated with a different setting of the y phase encoding gradient.  
9. After the samples for all rows are taken for every phase-encode cycle, 2D Fourier transformation is 
carried out along the phase-encoded columns and the frequency-encoded rows to produce intensity 
values for all voxels. 
 
 
 
 
 
 
 
 



Slide 11 – What is k-space, and can you again explain how you get from the left to the right picture. 

  
You have the frequency and the phase and with the right Fourier transform you can back-calculate 
the image (see the answer above to Malin Hohl’s question)! The image on the left is the k-space 
image in the frequency domain and the grayscale intensity is then proportional to the value of T1 or 
T2 or T2* or whatever you have calculated for these intensities. You only have to know these 
frequencies and phases to know where in your image you are getting the results from. Rows and 
columns in images have to be frequency or phase encoded. Fast Fourier transform to get the picture. 
Very similar to using computed tomography reconstruction in the frequency space. Could use 
filtration to reduce noise. 
 
Slide 11 – What is the size of a voxel used for MRI imaging? 
Typically 0.5 to 3 mm. Usually not isotropic, typically the slice selectivity is lower than the x y 
selectivity so 3 mm slice and 1 mm pixels so 1x1x3 mm.  
 
Slide 12 – A more general question: How good is the signal to noise ratio for MRI? What can be 
done to reduce noise? 
Noise in an MRI image will depend on the coil and bandwidth. A very good signal to noise ratio will be 
more than 50. This is very good but not unusual. 
 
Slide 15 – What do the different colors in the diffusion tensor mean? Green are the ones who 
diffusing well and red not? 
red: transverse fibers 
green: anteroposterior fibers 
blue: craniocaudal fibers 
Oblique fibers’s directions can be represented by combining the above: 
red + blue = magenta 
green + red = yellow 
green + blue = cyan 
 
Slide 16 – How long does an image for a detection of aneurysm take? 
30 to 45 minutes 
 
Slide 16 – Why is taking an MRI so expensive? 
MRI is expensive not only because the initial apparatus is expensive but also because maintenance is 
expensive due to the requirement for supercooling. 

  



Chapter 7 
PART 1. HISTORY OF COMPUTING 
Slide 9 – Questions on Second Generation Digital Computers: 
What is the difference between the first and second generation? And what was possible with the 
first generation?  
The first generation was based on vacuum tubes while the second was based on transistors. So it’s 
really a shift in hardware. Both of these perform the same function, they are a way to enact the ON-
OFF switch mechanism in binary and control the hardware given the machine code.  
Note there were also differences in programmability but this isn’t considered a key feature when 
dealing with the transition between generations. The early computers were often electro-mechanical 
implementations of a computer (rather than purely electrical). With the first generation, while they 
could be reprogrammed, most were defined for a specific use. COLOSSUS was specifically wired for 
breaking encryptions and ENIAC for ballistics calculations. The real goal of these was to make 
calculations easier. They could be reprogrammed but the act of reprogramming was so much work that 
it was not really worth it. That is where later generations became easier to reprogram implementing 
assembly languages etc.  
 
What exactly is a vacuum tube? What is its task and how does it work? 

 
Shown above is a schematic of the inside of the most commonly used type of vacuum tube in computing, 
a triode. In the middle there is a cathode. If the cathode is not heated, electrons can’t pass through the 
vacuum. If the cathode is heated, electrons can pass through the vacuum towards the positive anode 
(thermionic emission) resulting in a current. A triode is particularly tunable because of the grid, which 
can be charged to speed up or slow down the flow of electrons. The development of the transistor made 
the large, unreliable and short-lived vacuum tubes obsolete.  
 
How does a transistor work? And for what we can use this second generation of digital computers? 
The pictures below display several variations of transistors. A transistor performs the same basic 
operation as a vacuum tube. In a transistor everything is integrated into a circuit so there is no need to 
traverse a vacuum and a transistor is consequently more efficient than a vacuum tube. A transistor can 
be conceptualized as a faucet. The more the base is turned on, the more current will be allowed to pass 
from the collector to the emitter. 



 
The second generation of digital computers was the generation in which general purpose computers 
first appeared! They were not designed for a specific calculation or purpose but more generally 
designed to do anything we wanted them to do. 
 
Slide 11 – Questions on Fourth Generation Digital Computers: 
Is there a fifth generation of digital computers planned with further improvements? Or how can the 
computers of today still get better/faster/smaller etc.? // Why isn't quantum computing considered 
as the fifth gen? 
Transistors have become smaller and smaller over time enabling increases in computational power. 
The famous Moore’s law is the observation that over the past 50 years, the number of transistors in a 
dense integrated circuit has doubled approximately every 2 years. 
Note that the following discussion of the 5th generation of digital computers is not relevant for the 
exam: Some have argued that AI is the fifth generation of digital computers but AI does not require a 
shift in hardware which was a major component of all previous changes from one generation to the 
next. A giant leap in the direction of an AI based 5th generation of digital computers could come from 
recent research on Boltzmann machines (https://www.youtube.com/watch?v=LdGMDUZVvSM) and 
neuromorphic computing.  
Kiraly, B., Knol, E.J., van Weerdenburg, W.M.J. et al. An atomic Boltzmann machine capable of self-
adaption. Nat. Nanotechnol. 16, 414–420 (2021). https://doi.org/10.1038/s41565-020-00838-4 
The above research group were able to approximate neurons using single atoms and build organized 
artificial synapses between these single atoms. At the atomic level there is an energy landscape. Atoms 
try to find the local energy minima. If we have atoms where we can shift the distribution of electrons 
within the atom we can shift the atom from state to state and so at the atom scale this is a way for us 
to implement a switch. 
Another potential fifth generation is quantum computing. The 5th generation of digital computers is in 
the hands of physicists but major changes in the way in which computing is done on a day to day basis 
are still far off. 
 
Slide 12 – Questions on the Von Neumann Architecture: 
What was the purpose of the rewiring of the computers? What does it change? 
Early computers required manual rewiring to run computers. We interacted with machines through 
wiring! ENIAC was an assembly of different arithmetic machines including three function tables that 
were then used to combine the capabilities of each arithmetic machine to perform a program. To code 
the computer to perform a program you used plug boards with plug lines ! Earliest programs were a 
schematic of how to setup your machine. Rewiring could take up to a week to physically change all the 
wires. Shift  between generation 1 and generation 2 of digital computers was also a shift in the ease of 
use of a general purpose computer instead of machines that could only do one thing. 
 
Is the history of computers exam relevant or just background information? 
Always reference what the learning objectives are for each lecture. That’s what we want you to take 
away. We give a bigger context to help you understand where things fit in the bigger picture but we do 

https://www.youtube.com/watch?v=LdGMDUZVvSM
https://doi.org/10.1038/s41565-020-00838-4


not expect you to know details. It’s important to understand and keep in mind the progression of the 
different computing devices. You are not expected to know the year Charles Babbage announced his 
difference engine but you are expected to understand the difference between his difference engine and 
the analytical engine. 
 

PART 2. COMPUTER ARCHITECTURE 
Slide 4 – Questions on Computer Architecture: 
How does the information know which bus/route it has to take to get to the correct target? 
Which bus the information takes is controlled by the CPU. A 64-bit computer can transfer 64 bits of 
data through the bus. 
There are different types of buses:  
Address Bus: -can be thought of as an address book, sends the memory address from the CPU to the 
memory to determine where to store information (unidirectional) 
Data Bus: -sends the value to be read/written to and from memory. Reading and writing features to 
memory  
Control Bus: - carries commands from CPU and status messages from other hardware back and forth.  
 
Slide 5 – Questions on Central Processing Unit (CPU): 
What are examples for data stored in the main memory and external memory? 
What is stored in the RAM (main memory) is temporary. Can load programs from secondary storage 
into main memory to ensure calculations are performed quickly because the connection between the 
main memory and the CPU is fast. In the main memory you would have the programs used to open 
documents but not the documents themselves. The main memory is volatile. We are storing potential 
in capacitors. Hard disk vs solid state storage. Main memory vs secondary long term memory. In 
Windows the task manager shows the memory usage. If things slow down, you have exceeded/maxed 
out your RAM and need to close a few browser windows.  
 
Is it possible to combine several CPUs into one powerful one? Can we use two processors at the 
same time in a computer? 
There is a functionality of parallel processing in computing particularly in high power computing (HPC). 
Several CPUs with multiple cores/processors can all connect back to memory. Each node/CPU is still 
held back by the Von Neumann architecture bottleneck. As soon as you need to start sharing 
information between cores you slow down again because you have the execute/fetch bottleneck.  
 
Can we measure the CPU, like how high it is (how fast it works)? 
The CPU speed /clock speed is measured in GHz and is related to how many executions it can do per 
unit of time. 3 or 4 GHz is what you expect in modern computers.  
 
For the CPU performance is it always better to have more cores? Or is, for example, the clock speed 
more important? 
It depends what you need the computer for. If you have a well-defined program you are repeatedly 
executing you might really benefit from fast clock speed as opposed to multiple cores. If you want to 
watch Netflix while using photoshop you need several cores! Most modern computers have at least 2 
cores. Gaming computers you can expect six to eight cores. 
 
Can you explain again what's the function of Registers? Is it only to organize the features of a 
computer? 
The register is not a file sorter but an easier access to memory than the main memory the control unit 
and the arithmetic unit will have even faster access to it. Different classes of registers but the main 
function is to speed up computations. Program counter is an example of a register which keeps track 
of where you are in your program. Don’t need to know the different kinds of registers but have to know 



it can facilitate computations. Can prepare data that needs to be sent to the ALU. Like a sous-chef. 
Prepare things in background so when you are preparing for dinner everything is ready. 
 
Where does the cpu's cache fit into this image because it is still integrated into the cpu die to grant 
really fast access for the cpu? Furthermore, where is the difference between cache and the registers? 
Cache is even faster than register. Similarities but distinct differences. Cache is temporary storage more 
than orchestration whereas a register definitely orchestrates. Cache loads things in background that 
are useful. Cache keeps all the images on the webpage that you have already downloaded so that you 
can scroll through the site without having to load them again. Cache is a quick and dirty garbage hole.  
 
Does the control unit decide if it should be sent to the memory or to the ALU? 
Control unit decides how memory should be sent to ALU by executing its own algorithm. Program says 
what to do.  
 
Is there ever any direct interaction between the main memory and the register as both are used for 
data storage? 
Direct interaction between main memory and register is infrequent. Register and main memory don’t 
talk to each other. Load stuff from main memory but goes through control unit. 
 
Slide 6 – Questions on Main Memory: 
Why is the information in the main memory lost when the device is being turned off? 
Main memory (RAM) is made of capacitors. Capacitors can be thought of as leaky buckets. capacitors 
need power to hold the potential. If you lose power you might lose the section of your document that 
wasn’t pushed to secondary memory. Rely on autosave.  
 
Why is it a common feature of every computer, that the ram gets deleted right after the shutdown.. 
i mean why aren't there computers that safe a backup of the RAM? 
Fast storage vs long term storage. Have to be more aware of how to execute things when using RAM. 
Listening to music while scrolling through articles nature of RAM allows you to do all these in parallel 
rather than series. 
 
I understand and know the difference of the RAM and the secondary memory - but why is the RAM 
accessed more readily and all the data is lost if you turn off the computer? Is this all because of the 
design or how can you explain this? 
This is the way we have formulated programming. Programming at the end of the day is a combination 
of simple decisions governed by simple rules. The more fundamental the relationship between memory 
and CPU the better we can perform calculations as they evolve.  
 

What does 1 byte or 8 bits of information 
consist of ? Could you give an example? 
We’ll see this in the programming lecture 
when talking about datatypes. On the left we 
see a character type.  
This signed character is an 8 bit or 1 byte 
integer. Value range -128 to 127.  
This character could be sent with a single 
address to memory.  
 
 
 
 
 



Slide 7 – Questions on Fetch-Decode-Execute Cycle: 
What's the difference between a CPU and GPU since both are processing units? 
Predominantly a structural difference which we won’t go into. What you need to know is that 
applications are different. CPU are designed for sequential/series processing. With GPUs it’s easier to 
implement parallel processing. For machine learning GPUs are preferred. 
 
Can Dual-Core CPUs write and read at the same time or are they limited in the same way as regular 
CPUs ? 
Dual-core CPUs are still structured using the von Neumann architecture. Each core still has a bottleneck. 
You can’t read and write at the same time. 
 
Is it simply not possible to read and process one particular information at the same time, or is it 
generally not possible to read information when another information is being processed? 
The way we have designed computers you can’t do that. With quantum computers it may be possible. 
The way we have structured the hardware and the software is based on how we think. If you are trying 
to listen to music and read something at the same time, you may have to read the same paragraph five 
times or turn the music down!  
 
If a computer has multiple processors, would it be possible to use one processor to fetch and another 
processor to execute instructions in order to avoid the Von Neumann bottleneck? 
Fetch cycle is pulling from memory to CPU. Execution is in CPU. Can’t fetch from one CPU to another. 
 
Slide 8 – Questions on Secondary Memory: 
 What controls the access to the secondary memory? And how is the information in the secondary 
memory processed. // How is secondary memory data accessed and how do we process this data? 
// How is data stored in secondary memory? // How is the data transferred from the main memory 
to the secondary memory? // How does information get processed by solid state drive if not by a 
mechanical intervention? 
The way you get things back and forth from secondary to main memory is managed by your operating 
system. From one OS to another that transfer from secondary to main memory is different. Secondary 
memory is traditionally sent and stored in big chunks. It’s not 8-bit/1 byte sent back and forth it’s much 
bulkier packages meaning it’s much slower. A letter travels a lot faster than a package. Collect lots of 
stuff then send it.  
 
How is so much data stored in a hard disk? So what is the technical background behind it, how do 
we write this data onto the disk? // How do hard disks and SSDs store data in the absence of power? 
// How can the information be stored in SSD while nothing is moving? // How can we imagine how 
the mechanical storage in a hard disk works? Is this done via electric currents and some kind of 
actuator? // Why is data on SSD not lost when turning off the computer? 
Hard disks are based on magnetic tapes. You are giving magnetization to a tape that is clockwise or 
counterclockwise. Read write tape moves across disk. Switch behaviour encodes data. Flash drive style 
SSD Solid State Drives use electrical charge that is stable over time instead of volatile.  
 
Since there are disadvantages in using SSDs and Hard Disks for secondary memory: Is there currently 
a development of other/better solutions? 
SSD are expensive at the moment but the next step seems to be SSD anyways. No huge leap in how we 
can store we are quite good at storing data. The problem is we are producing too much we can never 
have enough storage. 
 
Why is it not possible to overwrite a SSD? What consequences does this have on the performance? 
// What is the difference between deleting and writing data and simply overwriting data? 
It is possible to overwrite data. As Patrick outlines, it is just that to do so one has to first delete it to free 
up its memory address then write at the same address. 



PART 3. THEORETICAL MODELS OF COMPUTING 
Is a computer a universal turing machine? 
A computer is only an approximation of a Turing machine. A computer can never be a Turing machine 
because a Turing machine has infinite tape. We cannot physically construct a Turing machine because 
of the infinite tape requirement.  
 
Slide 5 – Questions on the Turing Machine: 
What is about the architecture/design of such a Turing machine? Is it similar to our nowadays human 
computers? 
A Turing machine consists of memory where you store the data and the program. First idea of 
reprogrammable computer. Relationship between memory and CPU. Tape represents memory. If you 
store the memory and the program together this is indeed how we program today,  
 
Slide 6 – Questions on the Components of the Turing Machine: 
How is the location of the tape head determined when the tape is infinitely long? 
Different explanations of the Turing machine. Infinitely long in one direction. Always start from far left. 
Key is that program determines what to do and where to start from state and state table. Can alter 
state table to perform program you want to.  
 
Slide 7 – Questions on the Formal Definition of the Turing Machine: 
Do I understand correctly that the programmer has to define the finite set of states (Q)? 
Yes the user/developer has to determine the set of states depending on what it is we want to do.  
 
Since conventional computers can only work with 0s and 1s but a quantum-computer with more 
than two states. Is the latter closer to the turing machine? 
Not really, it just has more states. 
 
Slide 8 – Questions on the Example of a Turing Machine: 
When do we need a bit inversion? For which tasks do we need it? 
Inversion is how you go from 0 to 1 in an actual binary computer.  
 
I don't know whether I understood the concept of the turing machine correcty. It is just a theoretical 
model to find out what computers in general are able to do, how algorithms work and find out their 
limits? So also identify mathemathical algorithms that computers dont have solutions for? 
A Turing machine is a theoretical model. A template of what can be computed. A Turing machine can 
calculate anything. Premise/idea of Turing machine is to introduce a way to determine whether 
something is computable. Games designed off Turing machines. Have to digest a few times before it 
sinks in. Turing machine makes up the framework for how we compute things today. 
 
Does the blank symbol mean that no input was made there or is it just an additional symbol because 
the Turing Machine could also work with more than just 1s and 0s? 
Blank symbol allows machine to stop. Gives chance to computer to pause. With only ones and zeros 
Turing machine could never stop. We are waiting for an input instead of waiting for instructions.  
 
Can you explain how the bits after a blank state are inverted? because the tape continuous after a 
blank state but the instruction is to induce state F = computation is completed? 
Extra 1 after a blank. Different people have different nomenclature for start of program. Tape has info 
extending into infinite. Can move as far as it wants into any direction. Can load another input along 
your tape after the blanks.  
 
 
 
 



Slide 9 – Questions on the Mathematical Idealisation of the Turing Machine:  
How do you mean the calculation space nowadays is pretty close to unlimited ? Looking at type 
overflows these are clearly still around and even a well known issue. 
What was meant here was that we were not limited by how much could be fed into the computer.  
 
So is the memory the only limitation of the machine? And how long did a calculation with the Turing 
machine take? 
The Turing machine is a theoretical model, it was never actually built, we have only built computers, 
which have become better and better approximations of Turing machines over time.  
 
So, is every computer a Turing machine? 
Every computer is an approximation of a Turing machine but not a Turing machine due to the 
requirement for infinite tape. 
 
Slide 11 – Questions on the Entschiedungsproblem: 
May you explain again what the Church-Turing Thesis states? 
The Church Turing thesis states that a Turing machine can compute anything that is computable. 
I am a little confused about the halting problem. So we cannot know if a Turing machine will stop 
but didn't we have a stop in our example before? So if we would not insert a stop we would not 
know if it would stop? // Isn't the F (final state) the sign that the computation is complete? Wouldn't 
this stop the Turing machine? 
Halting problem: can premise force correct conclusion. You assume you have the correct output. Is there 
a machine that will tell you when it will stop? 
 
Is this universal algorithm the same as for knowing whether a given algorithm will produce an 
infinite loop or not? 
In a very narrow sense yes but not really. 
 
is there just no mechanical Turing machine which can solve the Entscheidungsproblem or is the 
Entscheidungsproblem itself unsolvable? 
The former. 
 
Is it really necessary for the Turing machine to stop if the 'Entscheidungsproblem' can be solved 
before the Turing machine finishes? 
No 
 
Slide 12 – Questions on the Universal Turing Machine: 
I don't fully understand the difference between the universal Turing machine and an arbitrary Turing 
machine. As far as I have understood a universal Turing machine can replicate any other Turing 
machine dependent on what tape it receives. But can't the tape and control unit also be adjusted in 
a normal Turing machine to compute different problems? Is a normal Turing machine fixed and a 
universal machine can be adjusted? // Is the difference between a normal and a universal turing 
machine that the normal one can only perform one certain function while the universal is able to 
use many different functions? // Can you explain the concepts/differences of the arbitrary and 
universal Turing machine again? // Have I understood it correctly that a universal Turing machine is 
just a Turing machine having an other turing machine as an input? 
To illustrate the difference between a universal and an arbitrary Turing machine, let’s look at our 
chocolate-lolly Turing machine:  



 

 
This is an arbitrary Turing machine because the instructions, i.e. what to do for each input chocolate 
and lolly are fixed and you only change chocolate (tape), lolly (state) and tape position. You have only 
one set of instructions that remains the same throughout the execution. 
On the other hand for a universal Turing machine the initial instructions include instructions to update 
themselves! Not only do you change chocolate (tape), lolly (state) and tape position, you also change 
the rule for what happens given each combination of input chocolate and lolly!  
This is indeed the same as saying that the Universal Turing machine has many arbitrary Turing 
machines as input: the universal Turing machine contains instructions to switch from one arbitrary 
Turing machine (one set of instructions) to some other arbitrary Turing machine given a certain input! 
 
Is the Universal Turing Machine a thought experiment or does it physically exist? 
A thought experiment but computers are an approximation of it!   
 
 

  



Chapter 8 
Exam: 
In the exam we will not ask you to program lines of code and execute computations. However we do 
expect you to be able to interpret code!  
In C++ we may show you on the exam a snapshot of a few lines of C++ code and ask you what the 
output would be given a set of inputs.  
In python the questions might be more difficult in that we could ask you fill-in-the-blank type 
questions. You might get a partially filled line of code and from a word bank be asked to fill in 
different operands to perform the desired computation. We could also give you a description of what 
we want to perform.  
You are expected to be familiar with C++ and python but you are not expected to perform a full 
analysis. The weight is definitely on the python side. 
 

PART 1 
p.7) Why different programming languages? 
The choice of a programming language is based on the application and the user. It comes down to 
the fact that we are programming for a purpose. The development of programming languages was 
need-based. With C++ and python the idea is to get as close as possible to a universal language that 
can do anything. 
 
p.8) C++ vs. python: 
Depending on the application, one programming language will be a lot more popular than the other. 
We chose to focus on python and C++ as they are the most widely used programming languages in 
medicine. 
 
p.6) Is it possible to translate a program into another programming language? 
Yes as we saw in the lecture slides and the activity, most common tasks can be programmed using 
many programming languages so for most code snippets there is an equivalent –“translated” version 
in another programming language. 
It is quite common to have nested systems. For example you might have a python framework that is 
running into memory or runtime issues so you would take out a piece of python code and write it in 
C++ and route between the two with a subroutine in C++. This gives you the best of both worlds. You 
can also write a wrapper instead of a subroutine (the subroutine is most efficient). The wrapper runs 
code through other programming platforms. 
 
p.6) Is assembly language still used to program? 
Yes it is! Assembly language is still used for specialized cases where tight control of machine 
execution is needed, e.g. when programming microprocessors. However for big computations, e.g. 
pulling data from dataframes, assembly languages are inconvenient. 
 
p.6) How exactly does the machine code control the device? 
The binary machine code operates like an electronic switch. ON vs OFF. Within the CPU there are 
integrated systems that are setup in a way to generate logic gates. The configuration of ON or OFF 
switches generates a logical instruction telling the CPU what needs to be sent to memory, what 
needs to be send to the ALU. 
 
p.6) How does the translation from a higher language to the machine code work?: 
Each letter can be encoded using an 8-bit snippet of binary code. It is somewhat like human 
languages in that you have a word or symbol that represents something and we can translate 
between the two. 
 



p.8) Is the higher level language directly translated into the machine language or it possible that for 
exaple code is translated from the third to the second and then to the first generation/machine code? 
Essentially no. You are not usually translating from C++ to assembly language then to machine code. 
Execution times are so fast you dont want to have  unnecessary steps typos then references for 
existing libraries that can be converted into binary. Conversion from C++ to machine code doesn’t go 
into another language step. 
 
p.8) What exactly is an object? 
Is it the same object that we speak about when we talk about object-oriented programming?: Yes in 
object-oriented programming we talk about the type of objects we discussed at this point in the 
lecture slides. In object-oriented programming we create a hierarchy of objects (usually in the form 
of classes in C++ ). For example we could have a class called human with every person being an 
instance of that class with its own properties and methods. The framework of object-oriented 
programming helps to have highly structured code. 
 
p.8) compiler faster than interpreter: 

• When discussing compilers vs interpreters we are also discussing different languages. These 
will have more or less efficient logic and occupy different amounts of space as machine code.  

• We will perform checks for errors in a different way. The compiler will check the syntax of 
everything you wrote without executing the loop and tell you immediately about the typo 
whereas the interpreter will go through the entire loop before reaching the typo and telling 
you there was an error. 

 
p.8) How does the interpreter make a connection between the lines if he only executes one line at a 
time?: 
An interpreter will execute expression by expression (rather than line-by-line). You could have a for 
loop acting over multiple lines. 

 
p.8) Does a mix between compiler and interpreter also exist? 
No. A compiler is going to translate when you execute the entire code. Once you have compiled the 
code you can’t convert back to the program itself. In an interpreter you are going to run into errors a 
lot sooner as you run line by line. 
 
p.8) compiler vs. interpreter: 
They both have pros and cons. The compiler is more efficient to execute code multiple times. 
Because it is more direct. The interpreter is great to start programming. You may need to be 
debugging 80 to 90% of the time so seeing what’s broken immediately is useful. 
 
p.8) are there different compilers for different languages? 
The architecture of a compiler can be different and written in different languages. It is not important 
to know for this class which compilers exist and which are used most often. 
 
p.9) are all medical devices programmed in C++? 
C++ is often used for third party applications. It is normal to have a closed compiler no one can 
modify to make sure there are safety and accuracy guarantees. In recent years you get open source 
python coded devices at the interface between clinicians researchers and patients (eg. track patients 
walking speed). 
 
p.10) Is there a limit how long a line can be?: 
There is no limit. You can have something wrapping over multiple lines but you don’t gain anything 
by having 5 lines of code for something that could have been done with 1. The point is to be efficient. 
The rule of thumb we discussed is to force you to be more effective with your code, no extra bits. 
Some languages have limits, but the real main point is that longer lines don’t really benefit you. 



PART 2 
p.3) Mandatory to define data type in C++ of every variable? 
Yes in C++ you have to define a variable before using it. C++ babysits you, looks over your shoulder. 
 
p.3) Could anything be programmed using those fundamental data types? 
Yes anything could be programmed with these fundamental data types! This ties back to the fact that 
we are using an approximation of a Turing machine and with Turing machines you can do anything 
with enough tape and enough time! These fundamental data types can be arranged into arrays. 
Simple data types can form complex structures and be used to compute anything. 
 
p.5) unsigned vs. signed character: 
1 byte (= 8 bits) → “unsigned” can code numbers using 8 bits; “signed” has a sign (=Vorzeichen, + or -
) in the first bit, therefore only 7 bits are “left” to code for the number. 
 
p.5) Why does it need so much more storage capacity to store an int compared to a char? 
An int is not just one digit it’s a number up to 2,147,483,647 which is much bigger than storing a 
single character eg. ‘a’, ’b‘ or ‘c‘. 
 
p.5) why double needs more bits than int: 
You can store more info/bigger numbers with a double than with an int! Which type to use comes 
down to precision, how much do you need to store for the variable to be effective. An int data type 
occupies 4 bytes/32 bits. The maximum integer value you can store in 32 bits is 2,147,483,647 . To 
store a value higher than that with 10 digits or more you would need to switch the datatype to a 
double which includes 8 bytes, i.e. 64 bits. Note significant digits and the number of decimals is not 
the same! 0s before the decimal don’t count. So significant digits are not really the same as how 
much you can store. Significant digits are always tied to the precision of your measurement type. 4 
numbers before and 4 after the decimal point. In chemistry you have balances rated out to fractions 
of a gram you can report 4 decimal places! There are not a whole lot of other fields where this is 
true. 
 
p.5) Can't we simply save a boolean as a 1 or a 0 and would therefore only need one bit?: 
This is tied to the von Neumann architecture. The smallest unit that we can assign an address to is a 
byte. Can define a Boolean with a single bit but because we can’t share a byte, that Boolean occupies 
an entire byte. 
 
p.6) Array data structure: 
In an array you can only store a single data type. Important to differentiate between arrays and more 
structured data structures like dictionaries or data frames that allow you to store a bunch of 
information. A data frame can be used to store patient age height weight but an array is not so useful 
to do that. 
 
p.6) libraries: 
At surface value the interest of libraries is that you have to write less code. Other advantages are 
that the code in libraries is heavily optimized code that is robust, i.e. has been tested thoroughly 
against all possible cases. Python libraries also update, there is version control with bug fixes! 
 
p.9) switch vs. if/else: 
A switch allows you to check one example against a bunch of values. It is specifically designed for 
value comparison. 
 



PART 3 
p.3) In the function declaration of C++, why is there also a 'double' in front of the function 
sqrt(double)? 
This ties back to the oversight in C++. For example in C++ writing “double sqrt(double)” you are 
declaring a function sqrt that takes as input a double and returns as output a double. Not only are 
you declaring that you wish to use the sqrt function you are also stating my input argument has to be 
a double and my output also a double. You are stating what has to happen which creates a check for 
the program so that an error is returned if you are inputting a value that is not a double. 
 
p.6) main() funcion in C++: 
Int main is like the central nervous system of the C++ code. Always comes after the functions you 
use. It is the execution space! Like a hard bracket. Hard section of code that is the execution space. 
This is where all the variables are stored and calls are made to the different functions we have 
defined. Helps to know when the full program is finished. 
 
p.6) Why do we need line 3 "using namespace std"?: 
The namespace execution is important because it tells the user to find a function in the headspace. 
Std means standard. Instead of using this namespace you can also just include std in every function 
call. You can keep it together but you type in a lot more. 
 
p.6) For what is the library iostream needed? 
Isostream is a header file, it contains all the functions that we ended up using but didn’t define. 
 
p.6) Why are you using print(f'The result is {z}') instead of print('The result is ', z)? 
The f stands for formatted. The reason we include it is to be able to embed the value of z as part of 
the string that is printed. 
 
p.6) in python, __name__ == "__main__": 
Similar to the main function in C++, the code if __name__ == "__main__": serves as a driver 
program/function which puts bounds on what you want to do and prevents you from executing stuff 
you do not want to execute. Note that such a variable is not often used in python but was shown 
here because we performed a direct conversion, trying to replicate the C++ implementation in 
python. As python is designed to be different, __name__ would rarely be used in practice. 
 
 

  



Chapter 9 
1. Is it necessary to verify/validate a model to see if it is actually accurate enough for the 

situation it is used in?  
Yes absolutely, it is really important to validate your model. Model has to be validated by comparing 
predictions with real data before anything new can be simulated. Cannot claim anything about your 
simulation until it has been validated. 
 

2. You talked about smoothing the data to - what methods are there to smooth data? 
Anytime we use an equation to describe a set of data points, the equation does not perfectly match 
every data point (e.g. when doing a linear regression). Then we are smoothing the data or rather 
shrinking it into something we can model. It is important to remain aware that the original data does 
not perfectly match our model and use statistical methods to quantify the confidence in our 
predictions. 
 

3. So is basically everything we "know" just a model and we can never be 100% sure that it is an 
accurate representation of reality?  

All models are wrong, but some are useful. Models of systems represent a selected part of the world. 
They can be models of phenomena or data. Models of phenomena represent all general features of 
the world (DNA double helix, equilibrium of markets). Models of data are corrected and idealized raw 
data (data reduction, curve fitting). The closer we get to reality, the more it’s going to take for us to 
model it! There is a cost-function to balance, a trade-off between trying to model everything and 
performance. If you need results quickly you can’t have a super complex model it will take too long.  
 

4. Is there a rule of thumb on how much a model can be simplified? 
Unfortunately no quantitative rule of thumb but qualitatively yes: “If you can verify your model then it 
is not too simple!” There are many different types of models but there is no accepted way to 
categorize models and many types overlap with each other. Models are a representation of a 
particular aspect of the Target System or Theory. There is always a trade-off, the more complex the 
model the more difficult it is to investigate (more confounding factors) but if it’s too simple you may 
miss an important interaction.  
 

5. Could you explain a bit more how the "lab/organ on chip" system work? 
The “lab/organ on chip” system aims to represent crucial aspects of human physiology in a 
microfabricated format. Today when drugs are screened for their therapeutic effect on cells, the cells 
are usually cultured on hard plastic Petri dishes. There is no doubt that this has been very useful in the 
past but there have also been challenges such as the very low success rates seen in translating 
seemingly promising therapies to actual clinical practice. To address this challenge several research 
groups have created “lab/organ on chip” systems where multiple cell types can be cultured in realistic 
proportions and chemical (medium with realistic levels of nutrients, oxygen and cytokines) and 
mechanical environments (microfluidics chambers with fluid flow, perfusion, pressure, mechanical 
forces), in combination with integrated analytical techniques, to provide real-time and high-resolution 
feedback on physiological state. Constructing these lab on a chip systems often involves making use 
of mathematical principles of fluid behaviour (e.g. the velocity field of an incompressible fluid can be 
derived from the Navier-Stokes equations). 
 

6. How do the mathematical and the computational model differ? What sets them apart?  
Computational models are the next level of complexity where the quantity of calculations is higher 
and the level of control over the outcome lower but at the end of the day it is true that typical 
computational models such as finite element or agent-based models have a mathematical basis! Our 
computational models are rooted in maths! In that sense the boundary between mathematical and 
computational models is not always crystal clear. It’s not like mathematical models are only things 
you can do on paper. 



7. So could you make a mathematical model of a computational model if you find a formula 
which describes the computational model?  

In principle yes!  
 

8. Are there some simulations that can be done without computer or are all simulations 
computer simulations? What is the exact difference between computational and simulations 
models and how we can use it for proposion? 

Yes a simulation can be done without a computer! For example when Watson & Crick looked at how 
DNA folds, they simulated it physically! The process of trial and error they underwent in positioning 
large physical balls representing the atoms of each helix in various configurations that respected 
physical laws was a simulation. 
The purpose of a simulation is to study the characteristics of a real-life or fictional system by 
manipulating variables that cannot be controlled in a real system. Simulations allow evaluating a 
model to optimize system performance or to make predictions about a real system. Simulations 
are useful to study properties of a model of a real-life system that would otherwise be too complex, 
too large/small, too fast/slow, not accessible, too dangerous or unacceptable to engage. While a 
model aims to be true to the system it represents, a simulation can use a model to explore states that 
would not be possible in the original system. existing or proposed characteristics of a system 
 

9. Could a simulation be defined as a various times calculated model for analysing purposes? 
What is the difference between a dynamic model and a simulation? 

A simulation is the process of using a model to study the behavior and performance of an actual or 
theoretical system. 
In most cases you are right, a simulation would be the process of using a dynamic model to study the 
behaviour of a system over time. To simulate the effect of aging on an organ or the effect of a car 
crash on a passenger, the time component would be very important (the higher the impact velocity 
the lower the chances of survival).  
In some cases, there may not be a time component as simulations may involve the use of a static 
model to calculate the output of a system given a certain set of inputs, e.g. the strains throughout a 
structure as a result of the applied loads.  
 

10.  I guess a simulation is never close enough to a process, so it always needs real testing with 
e.g. live animals etc. Is there a way today to predict anything with AI-Technology so that 
there is no more testing required? How can one ensure that the simulations/models can be 
translated to real life? (e.g. that a simulation of blood flow can be translated to the human 
organism) 

Whether a simulation, an in vitro test or a clinical study should be done will depend on the stage of 
development of the drug or device, the applicable laws and the claims the scientist wishes to be able 
to make. There is a lot that has to happen to get from I have an idea to Let’s put this in a patient!  
Drug that works in silico and in vitro must also work in mice/sheep/pigs without complications before 
it can be tested on humans! Note that in silico models can also help in the design of the clinical trials. 
If you are just trying to figure out something about a system no one is going to tell you you have to 
use an animal model to figure this out and simulations may often be the fastest and least expensive 
way to test an idea.  
 

11. Is it correct, that one can have a model without a simulation but no simulation without a 
model? 

Yes. 
 
 
 
 



12. So would the use of the computational model with the emergency exits to build a new 
building already be a simulation? 

Yes. More precisely, to assist in the design of the new building you would use the computational 
model with the emergency exits to simulate various scenarios. 
 

13. Is AI used in medical simulations? (e.g. to study how a knee prosthesis is influencing the 
walking of a person. without having to actually have someone with that exact implant) 

Unlikely that AI will ever completely replace testing. AI is currently an assistive technology. For 
example it is used to assist in diagnostics, tell doctors possible diagnoses given input retinal scans.  
 

14. Why/ When is it not possible to solve a problem analytically? 
Many real-world problems involve randomness and the emergence of complex behaviour from a large 
number of individual components obeying simple behavioural rules with choices subject to probability 
distributions. For the purpose of this class we use the terminology non-analytic to refer to these. 
 

15. What exactly is the difference between the heuristic technique and the facilitating 
understanding purpose? 

In the heuristic technique the idea is to use models to teach yourself something or teach other people. 
An example of this could be making a miniature of something (and yes this is a model). For example if 
you want to find out whether you could fit another piece of furniture in your room you could make a 
small version of your room and visualize how it looks with the new furniture before you buy/lift. 
An example of the facilitating understanding purpose would be using an agent-based model to 
simulate the evacuation of a building. You use simple rules to define the system and then let it run to 
see what the outcome is.  
 

16. What is meant by step-by-step method? 
Essentially the simulation might be trying to look at ice melting for example (global warming 
simulation). Could be related to traffic, solar heat, you will change one environment parameter, run 
your program and execute a solar cycle (full day) then change another parameter (e.g. say let’s 
switch from summer to winter). At each step you will have updated info as you go! Computer 
simulation can be thought of as a comprehensive method to study systems. This includes the entire 
process of choosing a model, implementing it, calculating output, and visualizing and analyzing the 
results. One run of the program on a computer is a computer simulation of the system being 
modelled. Computer simulation makes use of a variety of techniques to draw inferences from 
data/numbers. 
 

17. What does a numerical picture look like? 
An array of values representing the colour at each location (usually on a 0 to 255 RGB scale). 
 

18. Could you repeat & explain again what the second key feature of a computer simulation is? 
There is an iterative timestep, an interval during which you are executing your simulation. Your model 
gets updated while you are running your simulation. If we wanted to look at compression test to 
failure in a femur we would apply loads or displacements and sample at certain displacements what 
the mechanical properties in the femur are. You can postprocess to determine when the material 
fails! You would update the stresses and determine at which point the mechanics become 
unphysiological (e.g. 10% of voxels exceed threshold for failure). 
 

19. How can you ensure to include all the local rules in an Agent-Based Simulation? Are those 
rules gathered experimentally? 

You are relying on the work of others. This is local, based on literature you know what cell populations 
would be expected in a normal person. Agent-based modeling breaks things down to very simple 
pieces. If this happens I will respond this way otherwise something else. Very simple way to create 
complex models.  



 
20. Something I didn‘t understand so far is where the exact difference/advantage between 

computational fluid dynamics simulation and an agent based simulation approach lies. When 
looking at CFD, there the impact of one fluid element on the surrounding elements gets 
considered too like in the agent based simulation. 

Autonomy is the key feature in agent-based modeling! Agent-based models contain cells that act 
independently. In CFD you are looking at the local mechanics and external stimuli but the model is 
reactionary.  
This was hopefully clarified by the chapter on complexity, but the main difference between equation 
and agent-based modeling is that equations are top down and agent-based models are bottom up. 
Agent-based models try to model complex systems by only defining a few simple rules.  
 

21. Why are agent-Based Simulations not used much in Sciences ?  
Agent-based modeling isn’t used much in bone biomechanics but it is definitely used often in the 
social sciences for example where autonomy and interactions play a very significant role!  
 

22. What type of simulation would be the best one to simulate for example the spreading of a 
virus and why?  

The spread of a virus can be show in an agent-based model as we have lots of info about the 
behaviour of individuals and can thus parametrize these models accurately and relatively easily 
modify these models to predict the effect of policies such as social distancing, mask mandates or 
quarantine.  
 

23. How many different kinds of models can be used for a multi scale simulation? 
Multi-scale simulations are hybrids made up of different kinds of modelling methods. They couple 
together modelling elements from different scales of description. 
 

24. Are there also disadvantages when mixing different modelling methods in a Multi-Scale 
Simulation? 

You might run into convergence issues! So many factors influence your model and you may not be 
able to find a solution, your solver may not find a minimum/maximum and therefore not give an 
answer. Multiscale simulations are more complex, take more time and resources.  
 

25. Which of those categories do the FEM belong? 
All 3 categories of simulations we discussed (equation-based, agent-based and multiscale) are usually 
finite element models. Any model that subdivides a system into a spatial lattice is a finite element 
model. The relationships between the lattice elements will then determine whether it is equation-
based, agent-based and/or multiscale. 
 

26. Is there a difference between 'Verification' and 'Solution Verification'?  
Solution verification involves the comparison of computed output with analytical solutions (so called 
benchmark solutions). Inadequate since simulations are often used where no analytical solutions 
exist. Indirect techniques are available such as checking the discretization dependency – convergence 
(checking to see whether and at what rate computed output converges to a stable solution as the 
time and spatial resolution of the discretization grid gets finer.) 
 

27. Did I understand correctly that we simulate what happens at a given voxel size? Where in 
this case is the Solution Verification? 

Running your model at 25 microns may be too computationally intense. 75 microns → no significant 
difference in mechanical properties. Model still verified up to 75 microns. Switching to 82 microns, 
peak stresses and strains solution may not match. How much can you adapt the model before it starts 
to misbehave. You are trying to save yourself computation time and resources if you get 



approximately the same results when running at different sizes and you are not losing anything by 
running at different sizes.  
 

28. Is there a way to approximately find the outcome of a computationally very expensive 
simulation without having to run the whole simulation to see if the resulting data is in the 
right ballpark? 

Yes, depending on the model you can almost always make a simpler less-computationally intensive 
version and run that first to see whether the output is in the right ballpark. Maybe the most obvious 
way to do this is to simplify the geometry, run on a smaller lattice or one with a larger voxel size. 
 

29. As far as I have understood in silico-validation uses a model to validate another model. But 
how is it possible to validate the model which creates the data sets? (As in silico validation is 
used when there is no analytical data available)  

There are definitely very serious limitations to using in silico validation but to illustrate the value in 
doing so, let’s consider a model of bone mechanoregulation. There is overwhelming in vivo evidence 
and every researcher in the field of bone biomechanics would agree that bone is removed in areas of 
low strain and formed in areas of high strain. The level of formation or resorption as a function of 
strain is also relatively well documented so this function can be used to make a mechanoregulation 
model where bone is formed on surfaces where the strain is high and resorbed on surfaces where the 
strain is low. Can apply this model to a bone scan to determine structures at various times depending 
on the input loads. You don’t have follow-up scans for the same bone and therefore can’t really 
validate this model so this would be a fake dataset but it is not based on no information, there is 
some ground truth to what is driving the simulation.  
 
Can then try to determine with another model (e.g. agent-based multiscale) the loads that would 
generate the same structures! If the loads are very different the new model doesn’t even obey basic 
mechanoregulation requirements and would have to be revised! If the loads are approximately the 
same that doesn’t fully validate the new model, it just means that with respect to 
mechanoregulation, the new model gives formation and resorption at reasonable rates on the correct 
surface regions. 
 
There is definitely the possibility that an error in the in silico model used for validation will also be 
present in the model that is being validated. This is one of the limitations of in silico validation.  
 

30. are simulations already accurate enough to replace certain experiments? 
In medical applications, simulations aim to achieve the 3Rs: reduce, refine and replace experiments 
and especially animal trials. Some simulations have to a limited extent achieved the first 2 of these Rs 
but we are still far off from replacing experiments completely. Models are helpful tools to 
complement and improve experiments, not replace them.  
 

31. What exactly is the difference between spatial and temporal resolution? 
In the context of a finite element model the spatial resolution would be the voxel size while the 
temporal resolution would be the time interval between successive outputs. 
 
 
 

  



Chapter 10 
Artificial Intelligence 
Artificial intelligence are systems that: 

- Think like humans. 

- Act like humans 

- Think rationally. 

- Act rationally 

 

1. Can all of these points already be implemented nowadays? 
This depends on who you talk to. Conventionally, most will say that AI will do what we tell it to. 

so it’s limited to what we condition it to. Others believe that it can spawn new information and 

perhaps it can. The real turning point would be when it starts to affect policy making, etc 

Issues include – loss of agency as everything is sent to a black box for a decision and data abuse 
since the AI tool will likely be in the hands of companies 
 
2. Isn’t also a point that AI should also try to understand emotions like we do ? 
Artificial intelligence is projected to amplify human effectiveness but could have negative 
impacts on human autonomy, agency and capabilities. 
So-called basic emotions are indeed recognized across cultures at above chance levels. Yet, these 
findings refer to highly prototypical intense facial expressions shown without context and even for 
these facial emotion expressions, differences in decoding accuracy across countries have been 
observed. Often fear and surprise are confused with each other. Can even see this in people’s 
choice for what emoji’s to use. If we can decide universally how can AI? 

 
Acting Humanly: The Turing Test 

3. Is there any time frame in which we can expect scientists to decode the human brain?/ How 
close is research to identifying the entire neural network of a human brain? Will it ever be 
possible to model brain networks to their full extent? 
Encoding models are used for predicting brain activity in response to sensory stimuli with the 
objective of elucidating how sensory information is represented in the brain. Encoding 
models typically comprise a nonlinear transformation of stimuli to features (feature model) 
and a linear convolution of features to responses (response model). Here, we investigate the 
extent to which recurrent neural network models can use their internal memories for 
nonlinear processing of arbitrary feature sequences to predict feature-evoked response 
sequences as measured by functional magnetic resonance imaging.  
There has been a shift to try to use fMRI to understand how the brain takes in visual 
information and then to train a network to ‘see’ based on the encoded activation. 
 

4. To act humanly means to have emotions. How do you / Is it even possible to code emotions? 
Strategies for tracking emotions are predominantly observational, so computer vision is often used 
with CNNs. Also use speech recognition and even heart rate recognition to assess mood. Alexa is 
essentially like a parrot. The google search engine is AI, not just a keyword index. It’s around us, 
but kind of just creeping in.  
 
5. Could you give an applicable example for a difficult transferable informal knowledge into 

logic? Shouldn't it be possible to reason with informal knowledge with a reverse approach? 
It’s not so much that it’s impossible to transfer knowledge into logic, but rather how you can 
implement it. Take self-driving cars, most people say they would prioritize crash avoidance. Okay 
great, but there have been implementation issues where the breaking is so often and swift that 
people get sick while riding in the cars. Also can have self-driving cars stalling in the middle of 



traffic, avoiding collisions but not functioning as you desire your car. So it’s more about the 
combination of the knowledge we use while driving into a cohesive set of rules without 
starts/stops etc.  
 
This means to reason logically to the conclusion that a given action will achieve one's goals, and 
then to act on that conclusion. This surrounds the idea of “The right thing: that which is expected 
to maximize goal achievement, given the available information”.  
There is a HUGE issue with bias in AI and there is a risk that the motivation of the outcome is not 
geared toward the user but the company running it. Like Alexa setup to order things from amazon.  
 

Acting Rationally: The Rational Agent Approach 
A rational agent is one :that acts so as to achieve the best outcome or, when there is uncertainty, the 
best expected outcome. The “laws of thought” approach can be part of a rational agent but not 
necessarily. 

6. What is meant by "laws of thought"? 
This means to reason logically to the conclusion that a given action will achieve one's goals, and 
then to act on that conclusion. This surrounds the idea of “The right thing: that which is expected 
to maximize goal achievement, given the available information”.  
 
7. How can it be possible that AI acts/thinks rationally when it has to think and act like humans 

as well? Humans understand emotions and sometimes have a very irrational decision 
making./ For whom and how is the best outcome defined? Is there an ethical instruction? 

There is a HUGE issue with bias in AI and there is a risk that the motivation of the outcome is not 
geared toward the user but the company running it. Like Alexa setup to order things from amazon.  

 
Historical Events 

8. What is the role of AI / Machine learning in today's medical and diagnostic field? 
The biggest field of AI in medicine is in assessment of the retina – used in diabetic diagnosis, feature 
segmentation, etc. This is partially based on the volume of images available and the potential for 
assessing comorbidities 
 
9. Why did the researcher overpromise AI? What hindered their progress with this new 

technology? 
There are mismatches between the way machines learn and the way doctors work. 
Natural Language Processing – medical data is incredibly complicated converting Dr knowledge 
into AI is more difficult than was realized.  

 
The McCulloch and Pitts Neuron Model 
It “fires” when a linear combination of its inputs exceeds some threshold (linear classifier). A neural 
network is a collection of such units connected together by directed links. 

10. Are there other types of classifiers beside linear classifiers and if yes, what are they used for? 
Yes, there are different types of classifiers. It just changes the level of complexity. Can have non-
linear classifiers: Quadratic Discriminant Classifier, Multi-layer Perceptron (most deep networks), 
Decision Trees, Random Forest, K-Nearest Neighbor. These are used in cases where you cannot 
draw a line to differentiate your groups 
 
 
 
 
 
 
 
 



Neural Network Structures 

 
11. How are the weights determined and what influences them? 
You have an initial value for the weights and then as you execute the activation function this will 
update the value of the weight at each node. This is the actual process of the network learning.  

 
12. Does the neuron get multiple inputs at the same time that lead to a different response, just 

like in a regular neuron? Or is it only capable of working with one input at the time? 
This depends on the nature of the network. Regardless, the nodes in the second layer can be 
connected to multiple in the first. All of these inputs will affect the calculated weight, so yes, it 
works like a traditional neuron.  

 
AI & Deep Learning and Activation Function 

 
13. Which activation function is better to use or does it depend on the situation? 
Tanh – used more in RNNs, gradients can move in any direction 
As you increase in complexity of your activation, you gain advantages but also start to lose 
interpretability. Hard to define what the activation step is actually doing in terms of 
learning/decisions.  
Rectified Linear Unit. The main advantage of using the ReLU function over other activation 
functions is that it does not activate all the neurons at the same time. Therefore, is more 
computationally efficient. Most common in DL networks 
Sigmoid perception gives more flexibility, veering around an object or considering more input 
before executing. More adaptive learning gradient so your network can reach a minima where it 
is no longer learning.  
 

Perceptron Learning Rule 
14. Are filters applied to reduce noise in Deep Learning models? 
No, often filters are features that are learned by the network.  
 
15. How do you use the learning rate? Do you set it for each input link? 
The learning rate affects the convergence and stability of your network. 

 
Perceptron Learning Rule 

16. How are the initial weights (w_i) determined? 
These are typically randomly assigned between 0 and 1 

 
 



17. Why do we multiply by ai (input)? 
This goes back to the concept that your initial condition will impact the outcome. Can’t just throw 
anything in and get something out. This update of the input/output is how the machine makes 
decisions.  
 

Neural Network Architectures 
Feed-forward networks have connections only in one direction representing a function of its current 
input. These networks are usually arranged in layers forming multilayer networks where layers not 
connected to input or output are called hidden layers. 

18. What are some examples for feed forward networks? 
Binary classification problems are a standard application for feed-forward network. This is 
considered a supervised learning method.  
 
19. How can we achieve deep learning with only feed-forward networks without any feedback 

loops? Even with multilayers it is only possible to connect in one direction. How can the 
different outputs be integrated in the learning process? 

You can have Deep Feed Forward networks, these will be able to have non-linear decision 
functions and be able to handle multi-class classification problems. The important thing to keep in 
mind is that feed forward and convolution networks are discussing the behavior of the network 
not the setup. 
 
20. In which range can I imagine the number of hidden layers?  
The number of layers is typically tied to the complexity of the problem.  
 
21. How are the hidden layers of the network defined (does each have a different function?) and 

what determines the number of hidden layers? 
The elements are selected by the user and depends on the use case.  
 
22. What factors influence whether a network is stable or chaotic? Is the stable state more 

desired than the chaotic one? If so, how can a chaotic network be stabilized? 
Yes, there can be issues with your model not converging. We will look at different sources of 
instability within NNs and these can lead to not finding a solution. Increasing number of hidden 
notes can help with stability. Adding layers can be good as well, but there is a cost with time to 
learn where early layers learn slower than later. You can end up with what’s called the “vanishing 
gradient problem”, we will touch on this in the intro to the activity.  
 
23. Do we always use one architecture for a system or is a combination of architectures possible 

and even being used? 
No, the architecture is revolves around what we want the network to do.  
 
24. Can you state the advantages/disadvantages of the different architectures and give some 

examples in which cases which architecture is used? 
We have discussed that FFN are often used in binary data classification, but can get bogged down 
when doing multi-class problems or sequential data. RNNs can keep that sequential context. So 
good with Natural Language Processing since the order can be flexible to mean different things. 
Concert was slow at beginning and boring but got good at the end (FFN would struggle here).  
 
25. Can you give specific examples for the different networks? 
Examples: RNN – google autofill; ANN – optical character recognition (OCR) in javascript; CNN – 
image classifier 
 
 
 



Why, Model, Why? 
Artificial neural networks can have millions of weights. 
We are able to mathematically describe how a artificial neural network computes its output, but we 
are far away from explaining its decisions in an understandable way. 

26. How can we be sure that we get the desired/right output? 
There are significant validation steps that need to occur to have a good model, including 
assessment of false positives/negatives. Which can have dire consequences. Ultimately, this is why 
AI remains assistive and has not taken over.  
 
27. Would it be possible to let two neural networks "talk" with each other and so learn from 

each other? E.g. the first one made a decision and the second one tries to understand it.  
Yes, you can have one network feed into another. Can benefit from a supervised vs unsupervised 
network. If you don’t expect there to be an interaction between features separate networks could 
be ideal. 
 
28. Does it always need separate Training Data for learning or can it also do like "learning by 

doing". So by using the AI the user can give like a feedback and it instantly learns from that. 
Yes you will always need to partition your data. This is why it can be difficult to train your network 
AND test it’s performance. Typically the limiting factor in imaging studies.  

 
Application Domains 

29. How precise are medical diagnosis models compared to professional doctors? Are there 
examples where computers are more accurate? 

Yes and no, There are some cases where AI has beaten radiologist, but not in all categories 
 

The Three Main Classes of Explainable Artificial Intelligence 

30. In the "Embracing the darkness" approach: If we see that there is something happening, that 
is different from what we expected/wanted, how do we know, in which neural network the 
issue lies? 

The output/behavior of the model can be telling in terms of what is being implementing within the 
black box. However, it is inferred, so there isn’t a way to directly confirm.  
 

Different Types of Neural Networks in Deep Learning 



31. So does only CNN maintain the spatial information and ANN / RNN does not? 
ANNs: that are also known as feed forward networks, where all nodes of the hidden layers are 
densely connected to the input and output, but the network is traversed only in one direction 
RNNs: Include a feedback-loops that enable processing of entire sequences of data. A popular 
architecture in medical computing are Long short-term memory networks that classify time series 
data.  
Finally, CNNs: Use spatial connections, to retain spatial information within the image.  

 
 

  



Chapter 11 
PART 1 
Properties of a complex system 

Folie 7: 
- When taking adaptation as a property of a complex system: Is for example weather no 

complex system? Or how can one explain adaptation ("improving changes of survival or 
success") for weather or other similar processes?  

- Does every complex system adapt? In other words, is adaption necessary for a system to be 
considered complex?  

Yes, Weather can definitely be characterized as a complex system. You have the water cycle that 
regulates moisture in the air/soil as well as jet streams that affect wind patterns. Consider the polar 
vortex, this polar jet stream is typically stable and keeps cold air near the pole. However when 
unstable you get uncharacteristic cold snaps that can abruptly shift weather patterns. This is 
occurring more and more often as a result of global warming.  
Yes, in our definition a complex system must be able to adapt to stimuli. Emergent behavior as a 
result of adaptation is a foundational aspect of a complex system.  
 
Folie 8: 

- We live in a complex world with many complex systems, so every biological system is 
complex, or is there an example for a simple biological system? The definition of complex 
systems states that no central control is given in a complex system. So can't you say that our 
neural system is complex due to the brain's function as central controller?  

- Does a neural system like discussed last week count as a complex system as defined in this 
lecture? 

- The first definition states, that complex systems are able to adapt via learning/evolution. 
Does this mean that programmed complex systems are a part from AI?  

- In what industrial applications can complex systems be used efficiently?  
I think to say you have a simple biological system would mean that you have narrowed it down to it’s 
individual components rather than looking at the system as a whole. O2 and CO2 exchange by red 
blood cells may not on it’s own be a complex system, but when you look at respiration as a whole it’s 
a much more complex process at multiple length scales. In terms of the CNS, I would argue that things 
like neuroplasticity (not something controlled by choice) contributes to it being a complex system 
regardless of it’s action as a controller.  
The key here is what level are you looking at. If we are looking at cell-cell interactions these could be 
addressed with a reductionist approach, but if we want to talk about how reflexes work this gets us 
into complex systems territory where there are so many factors and length scales working together 
that you would lose out on information if you only look at the individual components. 
Inherently, complex systems need input/output data to function. AI can be used to determine what 
input is required to get the desired output. A complex system is what we are trying to understand, 
and AI can help us to assess/deconstruct the complexity. 
Complex systems are not used widely in industry at the moment, however this is changing. An 
example of this is the ATLAS of Economic Complexity. This was introduced by the Harvard Growth Lab 
for data visualization and a way to better assess economic dynamics and predict growth 
opportunities for different countries.  
 

- Can a complex system adapt negatively? Similar to how a control system can be 
unsteady/unstable and deteriorate until it ends in chaos.  

Yes, since there is such a strong coupling between components in complex systems, a failure in one or 
more components can lead to cascading failures which may have catastrophic consequences on the 
functioning of the system. 
 



Emergence 
Folie 9: What is considered to be a simple behaviour? where Do you draw the line?  
For the purpose of this course, a simple behavior is something that dictates individual interactions. 
Much like an if/then statement. Of course this will look different depending on the length scale you 
are looking at, but essentially something ‘local’. Traffic light is a simple driver, but depending on the 
timing, the number of cars, attentiveness, can cause traffic jam. 
 
Order at the edge of chaos 
Folie 12: How can the order at the Edge of Chaos be applied in reality?  
This concept essentially reflects the balance between order and flexibility. When putting together a 
business or research plan you have a strong idea and put together a strategy. However, things may 
arise that challenge the strategy (new competitor, failed experiments, etc.) so you have to have the 
room to adapt to this. Typically you do risk assessments and budget time/backups for these cases. 
Don’t want to commit all time and resources in case the environment changes.  
 
Folie 12: 

- How can you prevent the system from ending in chaos?  
- Are there also complex systems that are oriented close to order? Are there advantages for a 

complex system if it tends more towards chaos or order? 
- Since this window of complexity is that broad: How is it possible to model something that is 

complex? Maybe it's far from certainty but close to agreement or maybe also the other way 
around...  

- Couldn‘t we leverage directly chaos theory to solve very complex and challenging problems ?  
- When you model at this edge, is there a risk to cross it into the chaos?  

Reduction/normalization steps to keep the system in check. 
The closer we are to order the more reductionist approaches maybe applicable. We will look at 2 
different modelling approaches for a complex system in the activity and here you can compare and 
contrast performance. Depending on what you are trying to model and what information you have, 
you can drive the system more towards order or chaos. 
Chaos theory seeks an understanding of simple systems that may change in a sudden, unexpected, or 
irregular way. Complexity theory focuses on complex systems involving numerous interacting parts, 
which often give rise to unexpected order. 
Yes, there is a chance that you can flip to chaos. However, most complex systems have some form of 
boundary. This could be phenomenological (time-related decay) or related to limited resources in the 
environment. Can think of this in terms of a medical consultation. You amy fill in a questionnaire 
(completely ordered), but this is followed up by a conversation where the Dr can get more insights 
have free flowing interaction. Just a conversation would be on the chaos side since you may not get 
the info you need. Together, it works! 
 

PART 2 
Complex system modeling 
Folie 4: What is the difference between a simulation and an automaton? 
Automaton = model 
Simulation = execution of the model 
Automaton captures initial conditions, boundary conditions, and stipulates rules for the simulation. 
The simulation is the execution of the model over a series of steps.  
 
Cellular automaton 
Folie 5: 

- Can you give examples what applications could be made for complex pattern?  
- Cellular Automaton requires a discrete lattice of cells, but how do you handle growth/cell 

division in your System?  



- Can the state-transition function be used as some sort of memory of the cell or the whole 
system?  

- Did I understand it right that the periodic boundary condition is technically implemented as 
an array overflow and that the Neumann bd are something similar to a spline fitting of data 
points? 

- I'm a bit confused by how the boundary conditions differ from each other. What do they look 
like in an example?  

- How do I know if I have to set a periodic or non-periodic boundary in a model?  
- Do all these boundary conditions have to be defined for one cellular automaton or only one? 
- Can these boundary conditions be combined in a single cellular automata?  

CA have recently been applied to assessing and predicting urban growth. Used for policy making and 
resource management.  
The rules can be used to dictate things like differentiation, cell death, etc. See Conway’s Game of Life. 
The state transition function is just a means of executing the rules. It’s not typically stored. Think of it 
like the test rather than the result for Ph strips. You save/record the color not the reaction.  
 
The pictures illustrate periodic 
boundary conditions. 1 D tape turns 
into a ring. 2D lattice wraps into a 
cylinder and closes vertically as well!  
Dirichlet boundary condition specify 
values at boundaries. 
Neumann boundary condition specify 
derivatives at boundaries → see 
activity 
Boundary conditions will be set by the 
user depending on if you want your 
agents to be able to fully interact or 
stop at a boundary.  
Within a single CA, you would only 
apply one set of boundary conditions, but you could use nested CA and have different boundary 
conditions at the different levels 
 

- Do we have to be able to perform these calculations?  
We expect you to be able to work through multiple steps of the simple rules given an initial condition 
and a prescribed boundary condition. 
 
Folie 8: 

- how can the generation 1 have the same length like generation 0?  
- How do we apply the rules for the start and the end of the array? Or do we start with the 

second element and neglect the first and last cell since they only have one neighbour? 
- My question relates to Kai's. I assume the data is not downsampled every round by loosing 1 

integer at each side. Thus, what are the rules at the start and the end of the array?  
- What is the exact function of summarizing 010 to 0?  

This is the size of our lattice. It is constant. We have a fixed environment size.  
Yes this example uses a periodic boundary condition (sorry if we forgot to note this in the slides) 
Here we are not summing the integers. The 010 is the pattern we are looking for. If this occurs our 
output is 0. This is the nature of the transition function. 
 
Classes of cellular automaton 
Folie 9: 

- are these rules based on observations or where do they come from? (refered to the skin 
pattern change of the geko) 



- Who`s defining those rules? Does a computer find them or do humans come up with those 
rules?  

Yes, the first CA was from Ulam and von Neumann who created a method for calculating liquid 
motion in the late 1950s. The driving concept of the method was to consider a liquid as a group of 
discrete units and calculate the motion of each based on its neighbors' behaviors. The example shown 
here is for the development of a fractal pattern. 
Traditionally, users define the rules; however you could train an AI to make it’s own rules for a CA. For 
1D CA there are 256 rules that exist and these are then divided into classes based on their behavior. 
However, the initial conditions can impact the performance of the CA so complexity is not always 
guaranteed.  
 
Folie 9-14: Can you give some examples where the different classes are used? 
These can be used to assess things like social behavior, cell-cell interaction. The patterns just give us a 
way to assess the model performance. Hopefully the 2 different agent-based models that you used in 
the activities clarified possible applications. 
 
Folie 13: 

- So you said that automatons are a way of modelling complex systems. If you consider the 
fact that a complex system is at the boundary between order and chaos, wouldn't only class 
4 automatons actually model a complex system (Since class 1 and 2 automatons are really 
ordered and class 3 are chaotic)?  

- I understand how it works but I can’t imagine it? Would it be possible for you to show a 
visual representation of it (show a video of how it works)? I mean can you show, how you go 
through this step by step (and how it looks afterwards)?  

By definition yes, however the initial conditions can impact the CA performance so even there 
complexity is not guaranteed. The idea is that these simples rules can result in behavior that we could 
not predict without modelling it.  
We will work through an example in the activity, but hopefully the previous gifs help you see how this 
works.  
 
Folie 15: 

- Could you please again explain the difference between the cellular automaton and the 
agent-based model?  

- How do we get these rules? In the case of the birds, is it just by observing the animals? Or is 
it also possible to use some common rules in the model and modify them until the simulation 
matches to reality?  

They are both individual-based modelling approaches. The main difference is that the agents remain 
in place in a CA and only interact with direct neighbors while in an agent-based model you have more 
dynamic spatial and temporal behavior. 
https://link.springer.com/content/pdf/10.1007%2F978-3-642-23430-9_63.pdf 
Often the rules are driven by prior experience/observations. The beauty of the automaton is that you 
can prescribe a rule that only reflects what happens between agents and then the sum of the rules 
and the interaction gives rise to the complexity. 
 

PART 3 
Folie 3: 

- What is systems pharmacology and why we do not look into this?  
- To what extent/in what areas is systems medicine already implemented in the clinic?  

Systems pharmacology is a specific type of personalized medicine. There are efforts in this area, but 
essentially the issue comes down to resources and regulations. Here a study looked at HXZQ, a 
treatment from Chinese medicine for vomiting, diarrhea, and so on.  

https://link.springer.com/content/pdf/10.1007%2F978-3-642-23430-9_63.pdf


At the moment, it’s mostly driving drug discovery and informing the design of clinical studies. Not 
part of regular practice. 
 
Systems Medicine 
Folie 5: 

- if you observe a complex system in a human for medical reasons, are you observing the 
human in general or do you have to observe each person individually?  

- Is systems medicine like personal medicine but applied on bigger groups and not on 
individuals? 

- Which characteristics of systems medicine are the most difficult to implement?  
Inherently, we are interested in the actions of the individual. However an individual could be a 
hospital system or department within a hospital rather than a patient if we are trying to assess 
clinical outcomes across a healthcare system.  
Systems medicine is focus on the overarching behavior or outcome of the system so this is a yes and 
no. We need to be able to model the individual elements, but the output is the system behavior rather 
than that of the individual 
Data sharing and managing regulatory pathways 
 
Individualized therapy 
Folie 7: In which cases is this individualized approach already used? I guess it is rather pricy (?) so I 
imagine it is only used at the moment in areas where the advantage outweighs the price. What areas 
would that be? Could talk bit more about the current applications?  
Often, personalized medicine is applied in rare disease cases where there just aren’t successful big 
pharma treatments and there is no interest from industry to develop treatments since the impacted 
population is so small. Osteogenesis imperfecta is an example of this. Often rare musculoskeletal 
diseases are where personalized medicine thrives. 
 
Folie 9-11: 

- Because of the complexity it is unlikely to implement all determined rules, that are 
necessary. To what extend are random events taken into account?  

- Which aspects does the social graph contribute to the whole picture? Should this be a 
representation of the social behaviour? What are some of the key components of this 
category?  

- How can those individual predictions be validated?  
- How do you know that your prediction is accurate? 
- Can the coupling be considerably error prone?  

You don’t typically put random events in your model, but you can perturb the system and see how it 
acts to this ‘random event’. We are ultimately looking for emergent behavior, which can appear as 
random behavior to us. 
We touched on this in the next lecture, but essentially data sharing is a key component of how we 
interact socially. So sharing the fact that you just finished a 10K run and made banana bread for 
breakfast may alter the behavior of those around you.  
Typically you compare with literature data. This can be at the cellular avtivity level so in terms of 
proliferation rates or at the tissue level for remodelling rates and at the organ level for 
structural/volumetric changes. 
This comes down to what data you can compare to. The benefit of using animal models is you can 
check, in humans there is always some level of uncertainty.  
Yes, but this is where verification steps in. If you know what behaviour you are supposed to get then 
you can determine if your model is setup correctly before tackling validation.  
 
 
 
 



Participatory 
Folie 14: Are there some more examples where participatory is really important/needed in clinics? 
Are there some fields where participation from the patients can be demanded? Could it be that 
sometime in the future some participatory methods become mandatory?  
Patient compliance is always an issue when you proscribe a treatment. So implementing a way for 
Drs to ensure their patients are doing what they should would be hugely beneficial. Sometimes 
treatments are deemed ineffective just because patients don’t follow the rules. Antibiotics and 
grapefruit for example.  
I could imagine there would be some aspect that becomes part of the clinical process, but privacy 
rights and protections will likely make it so that it’s more of a bonus based system. Like your 
insurance wanting you to get a health checkup or to do wellness activities on an app to qualify for a 
reduction in your premium.  

  



Chapter 12 
PART 1: MEDICAL DATA 
From Data to Wisdom 

1. Is there a system which is able to compute all those steps on its own? So that the decision is 

not anymore dependent on human interaction? (VL Folie 3/4) 

At the moment, no. There is no system that completely removes human decision making. However, 
some processes have been simplified because of incorporating smarter tech/medical devices 
 

2. Could you please give some real-life example from medicine for the different stages? What is 

a typical topic in medicine at the level of wisdom/decision and in what topics are we still at 

the data/Information level? (VL Folie 3/4) 

Consider the pulseoximeter: steps 1-3 are taken care of by medical devices. You could argue that 
alarms start acting at the wisdom level, but decisions are still made by the physician 
 

3. How does a program, which analyzes your data, cope with unexpected data types and files 

for which no rule for characterization has been set? Is in such cases the data still 

characterized manually? (Allgemeine Frage) 

Often, yes. There are routines built in the check the ‘quality’ of the data. This can come in the form of 
sorting for file types as well as for determining if there are breaks/gaps in continuous data. Consider 
an ECG in the hospital, alarms will sound if the device is disconnected, alerting nurses to the fact that 
the patient may have moved or fallen. This is based off impedance (on skin vs air). In terms of 
unexpected data types, often the system will error out. Incompatible data formats, non-aligned data 
structures, and inconsistent data semantics is biggest hurdle in Big Data for medical applications. Big 
push to use Application Programming Interfaces to help integrate variety of data. These allow 
unrelated software programs to communicate with one another 
→ “cleaning” – assess data in terms of completeness, correctness, consistency, and precision 
 

4. What is meant with "cleaned" data? Is it just a filtering step for the specific data we want or 

is it for cleaning the data of statistical and other errors which can occur? (Allgemeine Frage; 

VL Folie 3/4) 

Clean data is essentially what data we consider is above the noise of the signal and is complete. 
→ “cleaning” – assess data in terms of completeness, correctness, consistency, and precision 
 
Big Data Drives 

5. This sounds very difficult to combine with the protection of personal data, do you something 

in this direction to elaborate? Do you see any problems with the potential dehumanization 

such developments could bring? I'm specifically wondering in regard to the somewhat 

problematic data collection and commercialization driven by facebook and co. (Basically The 

Social Dilemma, but instead of user habits and such, driven by our medical date). Seems like 

a scary thought with a huge potential for abuse or misuse that wouldn't be in our personal 

interest (Like insurance starting to calculate their premiums based on such/your health 

metadata). (VL Folie 5; Allgemeine Frage) 

I think there is still a lot of caution around Big Data and medicine for these reasons. At the moment, 
data protections are in place to prevent your data from being unnecessarily shared. In clinical 
trials/studies data is still very much behind a firewall up until it is de-identified. Ethics (IRB approval) 
is very cognizant of this issue. Consider covid app successes and failures: South Korea, Vietnam, 
Japan and Taiwan did will with tracking/contact-tracing, but also implemented surveillance from 
cameras and social media posts (this caused major issues, but limited the spread of the disease). In 
contrast, uptake was low in European countries and the United States (lack of trust). 
 



Big Data Problems (VL Folie 6) 
6. Are there automated ways to deal with those problems or do they have to be solved 

manually? How can you be sure, not to generate more mistakes, while sorting out? 

There are strategies that do not require someone to manually sift through data, but we are still 
somewhat limited by what we can think of to program. 
 

7. Is there a uniform way of data collection in modern hospitals? How can these problems be 

solved? Are there already any solutions available? 

Yes, for example: A PACS (picture archiving and communication system) is essentially 
a medical imaging technology used for storing, retrieving, presenting, and sharing images produced 
by medical hardware, such as x-ray. There are other standards outlined for electronic health records 
(EHR), these are often set differently from country to country. 
 

8. Are there some solutions of these problems to use this Big Data in daily medicine? Where in 

the medical context are the big data problems greatest? 

There are strategies, but the biggest hurdle is Variety. For the most part, data storage and 
management has been addressed, but cross-talk between healthcare systems is a real challenge and 
cross-center studies very difficult. 
 
Volume (VL Folie 7) 
→ Storage media for computers in radiology 

9. Will the Data be storaged in hospitals? If so, will it be deleted because of storage problems? 

Is it possible or allowed to sell the valubale informations? 

There are databases that are permanent in the system. I believe healthcare providers are required to 
keep data for a certain period of time, even after you are no longer a patient. This will vary from 
place to place. For researchers, ETH requires that we keep data for at least 10 years.  
There is no avenue for selling medical data. De-identified data may be made available to researchers, 
but there typically is not a monetary gain for the physician 
 
Velocity (VL Folie 9) 
→ Physiological monitoring in operating room, provides “real time” information and allows trend 
prediction 

10. If the information changes very rapidly, what happens to the "old" information? Does is get 

deleted, overwritten or gets it all stored? 

There will be some amount of time that data is stored, but for transient signals like pulse oximeter or 
blood sugar, these data are not necessarily stored long term but used just for instantaneous 
monitoring (up to 24 hours) (within the device). If interested in glucose control over a period of time, 
you can transfer data to other device and store. Commonly though there is not a lot of continuous 
data used in diagnosis and treatment (more longitudinal with time steps).  
[Medical records, representing deep private personal information, is carefully guarded and not 
openly available; data are usually siloed in clinic or hospital charts with no central sharing to allow 
the velocity or volume of data required to exploit Big data methods. 
For these data the velocity provides “real time” prospective information and allows trend 
prediction.] 
 
Veracity (VL Folie 10) 

11. What is the main way to deal with really fast changing datasets? Are they still logged every 

time increment or are they for the sake of storage and database latency time averaged or is 

there a fast datatype, which allows for a very fast actualization rate required by the 

application (i.e. on the order of MHz measurements without any special hardware)? 

Raw data collection can be considered fast data, it’s really the processing of this data that begins to 
slow the process/usefulness of the information. Typically, data is time-stamped and stored rather 



than being overwritten. This just depends on the application. Of course data types will have an effect 
on the speed. You won’t be updating medical image data every minute since the file sizes are so 
large. There are file types like toml and pickle files which are intended to be easy to read and write 
to. They are very structured and use this to make mapping of the data fast and easy.  
 

12. How difficult is it today to check data veracity. Can it be done automatically by a computer 

program or is there still human supervising necessary. 

Data veracity can be checked somewhat manually. You can look for data that is far outside of the 
expected range (flag for review), you can look for duplicated data with database language search 
features, you can reject data from untrustworthy sources (not connected to patient cohort, no 
follow-up data, incorrect id, etc.), and you can verify your programs to make sure they calculate what 
they should.  
 
Challenges of Big Data Analytics in Health Care (VL Folie 12) 

13. Can data be shared between institutions? How is privacy ensured in these situations? 

yes, data can be shared (through databases). Privacy is ensured differently depending on who has 
access to the data. These are typically closed systems to anyone who is not a medical professional 
and access to de-identified data is highly controlled. 
 

14. What are explicit challenges of the evidence base? 

Volume of ‘evidence’ in evidence-based medicine can be difficult to assess and apply to real patients 
Adherence to rules and protocols can shift focus away from the individual and their complex 
pathology 
Statistical significance ≠ clinical significance 
 

PART 2: DATABASES IN MEDICINE 
Relational Model of Data (VL Folie 6) 
→ Data is stored according to certain models in a DBMS. 
→ The relational model is the most commonly used data model. 
→ The data to be stored is organised in a tabular format with rows and columns 

15. Is there a limit in how much data can be stored in the database? 

Most databases are built using server systems that are capable of handling the volume. Often, 
storage does need to be increased. 
 

16. Are there other types of models for data storage (next to the relational model) that are 

commonly used to store medical data? 

Fast Healthcare Interoperability Resources (FHIR) – is a standard for how data should be organized 
and stored and includes an API. The other models are often implemented for queries involving a 
single patient. 
 

17. If a patient gets removed, do the IDs of the other patients change or will a new patient get 

this ID? 

This depends on the study. Often, you do not reuse identifiers to prevent confusion 
 

18. Is it possible to merge multiple databases together? If so: what happens to the IDs? Are new 

IDs created (automatically) or how does it work? 

There is typically a coordinator whose job is to manage this fusion. In an ideal world you are using 
something like REDCap that allows entries from multiple sources so you do not need to have multiple 
Id glossaries.  
 
 
 



SQL - Interaction with Relational Databases (VL Folie 7) 
→ SQL is a computer language for interacting with relational databases and stands for structured 
query language. 
→ It is not a general purpose programming language such as C++, it is special purpose query 
language 
19. How do we enable crosstalk between different programming languages? My machine is running 

with C++ and needs data from an SQL database. Are there also translation languages between 

common combinations or something like that? 

Application programming interface – act similar to compiler/interpreter 
 
20. Does SQL work with every programming language (3GL)? 

SQL is it’s own programming language, so you would not necessarily interface with 3GL. There you 
would likely need to have some kind of wrapper that converts python to SQL. Not really efficient.  
 
SQL Commands (VL Folie 8-10) 

21. Is there a specific program to read (and write) SQL codes or can all programming programs 

(e.g. Matlab, Jupyter, R Studio, etc.) read an SQL-code? Otherwise, how easy/difficult is it to 

transfer a SQL Database between different programs? And what is the simplest way to do 

that? 

So the server/database will be setup to ‘speak’ SQL - MySQL, PostgreSQL, Microsoft SQL Server), 
much like installing anaconda on your computer to run python 
 

22. Don't I need to specify the database in order to enter/read data into/out of one of the tables 

within that database? 

Here it does assume that we are working within one database. Cross-talk would require additional 
coding. Like changing the working directory 
 
Big Data and Relational DBMS (VL Folie 11) 

23. Does RAM only depend on the vertical scaling or also on horizonal? 

RAM is just distributed instead of centralized 
 

24. what security limitations are connected with scale-up? 

Less a problem with security and more an issue with data veracity. 
 

25. Does Scale-Out act like a backup? Do you need all the hardware to use it? 

No, this is just a way to better manage data bandwith 
 
NoSQL Data Models (VL Folie 13) 
→ NoSQL = Not only SQL 

26. Are NoSQL data models generally preferred over SQL databases or does it depend on specific 

applications? And what are the exact advantages of these NoSQL data models? 

Can be more open source. So SQL can feel quite dated, despite it’s robustness. The advantage of 
NoSQL is that you can potentially store your data and process it using the same language instead of 
using one to query and organize and the other to calculate 
 

27. How do these data models differ from each other in context of storage volume needed? 

What are advantages/disadvantages of these models (also compared to SQL)? Does it 

depend on the application whether we use NoSQL or SQL or does one of the data models 

have advantages over the other? 

The database model isn’t really impacted by volume, just risk of more difficulty when trying to pull 
the data back out. (interpretability trade off like in C++ vs python) 



28. Are there alternative softwares to mySQL and what are its advantages? 

yes, for example pandas (python dataframe package) 
Keine Antwort zu Advantages… 
 

PART 3: PERSONALISED DATA INTEGRATION 
Big Data and Personalised Medicine (VL Folie 3-5) 

29. What is the most limiting factor for the development of personalized medicine? Is it the 

ethics commitee/patients that do not want to take part or is it just too expensive? 

The issue is that there is not just one hurdle. As you point out there are a lot of factors. Currently, 
cost and caution are the biggest hurdles. This is tied to not wanting to expose patients to 
unnecessary risk. Hence why it is usually only applied in rare and debilitating diseases where there is 
no other option.  
 

30. Cost and capable machinery are now less of a limiting factor in personalised medicine. Ethics, 

legislation and the de-coding of genetic information are the greater obstacles, am I right? 

Yes 
 

31. At the Unispital Zürich they give a form of consent that they can use your information for 

research purposes as soon as you visit the first time for a treatment. what are they allowed 

to do with the data? only use it anonymously for their own purposes or would they be able 

to also give the data on to third parties? 

Your data is private and in terms of research and sharing everything must be de-identified prior to 
leaving the hospital 
 

32. How much is personalized medicine used today, what are the current limitations (not enough 

data yet)? Which companies own and store this big amount of data? 

There are machine learning companies targeting fracture identification (????) 
 

33. How do you get the data from "regular" people? Is it legal to just take data from phones and 

fitbits etc. as long as it is anonymized? 

Fitbit for example is aloud to sell your data (kein Kommentar, ob diese Daten dann anonymisiert sind 
oder nicht…) (not sure if this also applies in Europe) 
 

34. How is it ensured that every scientist on the world has access to the data? Or is the data 

storage organized more on a local rather than a global scale? 

Data is definitely localized. There are some national databases, but nothing that is widely used 
internationally 
 

35. What are the disadvantages of such an data archive? Are there any examples where data has 

been manipulated successfully to achieve a certain result (eg promise of an effective 

treatment)? 

We are still more in the research phase than in the translation phase. At the moment there are many 
initiatives that try to research with databases/ -archives from more than one place. Since this type of 
research is still in its infant shoes → no time to manipulate data to achieve a certain result (?) 
 

36. Is personalized medicine more or less expensive? 

Hard question to answer, for patients maybe less expensive since they do not have to try therapies 
until they find the one that fits them. But for pharmaceutical companies profit is still the most 
important thing… 
In time and resources: personalized medicine still more expensive at the moment (but this can 
change!) 



37. Is it a problem to gather enough data for big data or personalized medicine? Is the main source 

through studies with voluntary participants or can existing data from hospitals be used for this? 

Can data privacy be preserverd? 

Often times yes (not enough data to make a conclusion out of it) 
 

Computing Framework for Personalised Bone Health Prognosis (VL Folie 8-12; wobei Fragen v.a. zu 
Folie 12) 
 

38. How can this RANK-L equation be interpreted? 

Like what does ^, v etc. mean? 

∧ AND, ∨ OR 
x1: state of node 1 
k: time iteration 
Delta → constant rate of change 
x': state of incoming node 
N: number of nodes 
N_in: number of incoming nodes 
Normal value 0.5 
 

39. Are these models used in systems biology as well to predict biological system? So are the 

fields of personalized medicine and systems biology overlapping? 

Systems biology and personalized medicine are definitely related. The main difference is the end goal 
(understanding how everything works together vs understanding how everything adds up in an 
individual) 
 

40. How is the threshold represented in the function? 

Threshold is not shown, this is binary step, normalization is to make sure we are in the physical 
bounds of our system. Similar to averaging (but the threshold would be implemented in the 
program) 
 

41. What is meant by the normalisation step? Is it comparable to finding the mean after 

summing up all of the individual activation? 

Approach to keep everything in the boundaries whats physically possible. Different approaches: it 
can be an averaging step or try to not weight every parameter the same 
 
Prototype for Personalised Bone Health Prognosis (VL Folie 13, 14) 

42. How often are such health prognosis already used in clinical practice? 

The one showed (bone health prognosis) is not used at all, but there is a lot of interest to introduce 
in-silico methods 
 

43. What are the advantages and disadvantages of collecting data this way instead of analyzing 

the genome? And could the personalized medicine get even better by combining these two 

methods? 

Genome has a certain effect → getting genome information is a bit more complicated/ difficult; but 
with data we already have, its more easy to assess the data (?) 
 
 
 

  



Chapter 13 
PART 1: THE PHYSIOME PROJECT AND THE VIRTUAL PHYSIOLOGICAL HUMAN 
INITIATIVE (VPH) 
Computational Physiology (VL Folie 3) 
→ Computational framework for understanding human physiology, including the establishment of 
standards for encoding models and data (reproducible and reusable). 

1. Is the virtual physiological human model already used in clinics or is it still in development? 

VPH is very much a living repository. While the funds from the beginning initiative have been used 
up, researchers and clinicians are continuing to contribute. They had their first conference in 2020 
(virtual of course) to bring clinicians and scientists together. 
The most common implementations from VPH are for surgical preplanning to predict post-operative 
outcomes. Particularly in cardiovascular applications (largely because imaging, measurement of 
tissue properties, and boundary conditions are relatively easy to characterize).  
 

2. How do you know which factors you have to include/change to model it for another patient? 

The factors you need to measure depend on the application. The key to getting something integrated 
into the clinic is working with what is already part of standard practice 
 

3. Computational physiology sounds very similar to systems biology. Can you please explain key 

differences between the two? Is computational physiology a subfield of systems biology? 

Physiology describes the chemistry and physics behind basic body functions, from how molecules 
behave in cells to how systems of organs work together. You can think of systems biology as the 
whole cake while computational physiology makes up the layers (and are tied closely together to 
build to the overall system). 

 
The Physiome Project (VL Folie 4) 

4. How is the hierarchy defined if many processes in the human body are connected and 

intertwined? 

CP models, or any multi-scale model for that matter, will rely on boundary conditions to connect 
different length scales. What happens when you reach the ‘edge’, this needs to be defined. For the 
CFD model, the walls of the heart serve as a boundary, restricting where the blood can flow. The 
stiffness of the heart tissue will have an effect on the displacement of the ventricle/valve in response 
to the flow which then feeds into the FE analysis used to determine the stresses in the tissue. 
→ boundary conditions 
 

5. How is it defined which standards for the different heart parameters are taken (e.g. sex, 

ethnicity, age etc.)? 

Typically, data is pulled from literature. This can be problematic as minority populations often do not 
make up large portions of clinical/research studies. Also there are issues in medicine for women, 
since a lot of earlier studies really approached women like they were just small men (see sports 
physiology). There are a lot of socioeconomic reasons for this. That is why in silico medicine has the 
potential to be so powerful, if it is part of clinical practice you will have a digital copy of yourself not 
just where you might fall in a population due to a few measured factors. 
→ Patient registries, clinical studies, military databases, individual measurements, etc 
 

6. Is the heart model this far developed, that you can feed it patient data and define if the 

patient/person you have the data from is going to have a heart related illness in the future? 

Could the "foreseeing" of illnesses using physiological models be a possible research target? 

CT-based Fractal Flow Reserve is an example. Here Coronary computed tomography 
angiography (CCTA) can be used in combination with CFD to look at functional significance above just 
anatomy (https://doi.org/10.1016/j.ejrad.2021.109712)→ In silico medicine! 

https://www.sciencedirect.com/topics/medicine-and-dentistry/coronary-computed-tomography-angiography
https://www.sciencedirect.com/topics/medicine-and-dentistry/coronary-computed-tomography-angiography
https://doi.org/10.1016/j.ejrad.2021.109712


The Virtual Physiological Human Initiative (VPH) (VL Folie 8, 9) 
→ Developing next-generation computer technologies to integrate all information available for 
each patient. 
→ Generating computer models capable of predicting how the health of that patient will evolve 
under certain conditions 

7. How far/deep goes this prediction? Is the goal to predict the influence of a few specific 

things on a specific disease (e.g. the influence of a diet to cardiovascular diseases) or is it 

more that you predict which lifestyle has which influence on our whole health? (E.g.: If you 

do for 5 years intensive sports and then you smoke for 3 years and with 50 years you begin 

to drink a lot alcohol, then you will have a heart attack with 70 years.) 

The prediction essentially can do as much as you ask it to. Unfortunately validating this kind of data is 
incredibly difficult. However, the idea of the VPH and the Physiome project is to create a digital copy 
of you, where you can look at compounding effects. The idea is that you feed information in little by 
little to be able to get to the big picture (emergence/complexity!) 
 

8. Is it possible that the cost-benefit aspect of this next-generation computer technologies 

make it difficult to introduce these individual information provision into the market? 

Often the costs of such measurements are prohibitory. The CT-based FFR is not recommended for all 
cases. The angiography that gives you geometry is often good enough. This comes from years of 
experience where a doctor can look at your medical image data and say something is wrong. Of 
course more information is always better, but if you just need to determine yes/no regarding a 
disease you don’t need a detailed simulation. A hybrid example that has shown great success is 3D 
printing for pre-surgical planning can simulate physically and virtually to assess performance prior to 
placing the stent in complex cases. 
Short answer: Yes, often this step is where in silico medicine crashes and burns 
 

9. What would be an example of a boundary condition in this case here? 

For the FE- you will have your applied forces. These can include muscle forces and joint reaction 
forces. For the cell-level model, is the area fixed? What does the interaction neighborhood for the 
cells look like at the edge of the image. Likely it is fixed here since we will have free surfaces that 
interact with the background (surface of trabecular bone) that may not accumulate as much damage 
as internal tissue. 
 

10. Could you give a concrete example of pre- & post-processing? 

Pre-processing: image filtering, segmentation, meshing, applying material properties and boundary 
conditions 

 
Remaining Challenges (VL Folie 10) 

11. What kind of organizations govern over those projects and how are contributions managed 

and verified? 

Institutional Review Board (IRB) in charge of approval and oversight of human subject research. 
These are, as indicated, different from institution to institution. Typically, you request approval at 
your university or with the clinic/hospital where you will be collecting the data. Depends on where 
the data is coming from. Risk an anonymity are the biggest factors affecting approval for studies 
 

PART 2: IN SILICO MODELLING 
Multiple Biological Scales (VL Folie 3, 4) 
→ This leads to a very high complexity of physiological systems. 
→ Understanding them in health and disease is therefore extremely challenging. 
→ It can potentially be achieved through quantitative modeling rather than using “mental 
models”. 
 



 
12. Can you explain what the difference between quantitative models and "mental models" is? 

Own explanation: 
Mental model = an explanation of someone's thought process about how something works in the 
real world. It is a representation of the surrounding world, the relationships between its various parts 
and a person's intuitive perception about his or her own acts and their consequences. 
Quantitative model = compact representations where a single differential or difference equation 
may describe the performance of the system for a large set of input functions and initial states 
 
In Silico Modelling (VL Folie 5) 

13. When speaking of networks and their interactions, is there a System that can model certain 

random processes which happen at a specific rate e.g. mutations in the human genome? 

Yes, you can model random factors. 
For example in the agent-based model we have talked about the cell proliferation was modelled as 
stochastic with random numbers drawn for each cell and if that number was above a set threshold 
the cell would be copied to a neighbour voxel. Similarly, if below a threshold it would apoptose. Each 
cell had a 0.05 % chance of proliferation and a 0.05% chance of apoptosis per day. In contrast, cell 
differentiation was cell specific (i.e. steps from say a mesenchymal stem cell to osteoblast) 
 
Algebraic Models (VL Folie 6-8) 
→ Describe classes of objects in the genome and their relationships. (E.g., Boolean networks of 
molecular interaction) 

14. Some examples are examples of more than one model, like MR, CT, PET. These are examples 

for Dynamic, Agent based and Geometrical model. How can this be because the models are 

quite different? 

Your imaging data often will serve as the basis of your model. At the simplest level, the image gives 
you your geometry. On top of that, you can use the voxel intensity information to assess tissue 
density/material properties. Then, if you have sequential images, you can validate dynamic 
properties (diffusion/uptake, ROM, etc.). Basically, the image gives you a scaffold to build your 
complex model off of. 
 

15. Wouldn't dynamic models be more appropriate to model endochondral ossification, since 

algebraic models are more for simple molecular interactions? 

This really depends on what you are trying to model. If you wanted to incorporate some kind of rate 
difference in the transition between different states then yes, a more complex dynamic model would 
be ‘better’. If you just want to show the interaction between these different molecules and show 
their relative importance in different phases, then it’s not necessary to look at time. You have to 
choose where you simplify and justify it. 
 
Agent-Based Models (VL Folie 12, 13) 

16. How do you know that all parameters are included? How do you evaluate the parameters in 

order to achieve a clear result? 

Literature review and sensitivity studies. The first gives you an idea of what is considered important 
for the phenomenon you are trying to model and the second then allows you characterize your 
model response to the parameter space (verification). 
 

PART 3: IN SILICO CLINICAL TRIALS 
In Silico Clinical Trials (VL Folie 3) 
→ The term “in silico clinical trials” indicates the use of individualised computer simulation in the 
development or regulatory evaluation of a medicinal product, medical device, or medical 
intervention 
 



17. During (pre-)clinical trials we usually obtain knowledge we didn't have before. Therefore, 

how can in silico clinical trials fulfill their task, if they are only built on knowledge we already 

have? I can imagine that they can help in an early phase of the development on medical 

products, but how they will ever completely replace animal experiments? 

In silico trials do depend on the fact that the disease of interest is well-characterized. This means in 
cases where little is known about the disease there is limited use for in silico trials. In silico trials 
really come into play when we consider optimization scenarios such as when acting as sole evidence 
to support regulatory claims in special populations (eg paediatrics), drug-drug interaction studies and 
dose recommendations/adaptations. I do not think that in silico trials will completely replace in vitro 
and in vivo experiments, but it should be able to help in the refinement of studies and reducing the 
number of participants since we can simulate on 1000s rather than just testing 20-50 at a time. 
NOTE: In Silico Clinical Trial should not replace invivo and invitro trials, but add another pillar!!! 
 

18. How often are the "in silico clinical trials" used in clinics? 

At the moment: only used in drug rnd (different drug interactions and looking for “smart-dosing”) 
 
Motivation (VL Folie 4) 

19. Isn't this variability also a huge challenge for the in silico models? How can we be sure we 

included all important variables for a disease/ treatment model? 

Variability can be a challenge, but the great thing about in silico clinical trails is that you can run 
10,000 simulations for virtual subjects to capture the effects of this variability on model performance 
and on your expected outcome due to the modelled intervention. IN terms of what needs to be 
incorporated, this depends on the problems you are tying to address. For some problems, the 
predictive accuracy of population-specific models is sufficient, whereas for others, it is necessary to 
accurately predict inter-subject variations. For the latter case, you will need to incorporate more 
parameters into the model to capture the patient-specific response. Increased complexity means 
increased cost in terms of resources and time. The dividing line is set by what the model needs to be 
able to do. 

20. The complexity issue is still a problem in in silico modelling, since all the differences have to 

be known as well to create a useful model, right? 

Yes, as with the previous answer, complexity comes at a cost. This is why agent based models aren’t 
used everywhere since every molecule is individually modelled, have high computation costs. Some 
would argue that this is not necessary to determine who is vs who isn’t at risk of fracture. However, 
this type of modelling could tell you what kind of drug sequencing for fragility treatment would yield 
the best results. 
 

21. How are they overcoming legal hurdles with in silico medicine? 

The FDA is currently running a pilot program on Model Informed Drug Development (MIDD), starting 
from 2018. The goal is to assess how well various modelling approaches can balance the risks and 
benefits of drug products in development. At the moment, the European Medicines Agency has not 
launched any initiatives but has released that they would consider MIDD data on a case-by-case 
basis. 

 
Computer Modelling and Simulation (VL Folie 5) 
→ Industry makes heavy use of computer modelling and simulation in developing and testing 
complex technical systems such as planes. 
→ The idea of in silico clinical trials is now to make use of computer modelling and simulation also 
in medicine. 
→ It can also be regarded as the continuation of The Physiome Project and The Virtual 
Physiological Human Initiative where such in silico technology was developed 

22. What factors are used to determine whether a model is sufficiently close to reality? 

Verification and Validation (planning those steps is essential!) 



23. So how much can you trust these models? What happens if a model fails, who is responsible? 

Have not seen a case, where a in silico model has failed clinically. If it would fail, the same procedure 
as in “classical” failure would be implemented (?) 
 
3R-Principle (VL Folie 6) 

24. How do you test this 3R-Principles? Is it just try and error if you can replace, reduce or refine 

it, or can you calculate something like that? 

At the moment, the 3R principle comes into play when you are planning a study. You need to justify 
the number of animals you need in each group to have sufficient statistical power to detect the 
effect of the treatment above the “noise”/variability. Typically you will perform some calculations, 
often available within different statistical software packages, to determine how many animals are 
needed per group. These are based on things like effect size (difference between means of groups), 
standard deviation, and what statistical test you will be using to detect significant differences. 
 
Use Case 1: Bone Mechanics and Remodelling (VL Folie 7,8) 

25. : How long does it take to initially create a model like this one, and then how long does it 

take to use it for a specific patient? 

Developing a validated model    > 3 years 
Adapting for patient-specific parameters  ~1 day 
 
Use Case 3: partial Replacement/ In SIlico Diabetes Model (VL Folie 11) 

26. I don’t quite understand how such simulations work. Because to be able to program it we 

need to know all the factors we want to include. so how is it possible to then use it to find 

out something new from given information? is it just analysis and combination of our 

information that the simulation does because it would be too complex and time consuming 

to do this work ourselves? 

These simulations do rely on us knowing a lot about the individual interactions. As mentioned, in 
silico clinical trials are really meant to optimize treatment for complex diseases. While we know how 
individual interactions work, the benefit of modelling is that we bring all of these behaviors together 
to get at the true complexity of the disease. 
 

27. If I understand correctly, the aim of in silico models is to use simulations/models to (at least 

partially) replace animal testing. Is there also an attempt to make these models/simulations 

directly "on humans", since there is still a possibility, that it does not work the same way in 

humans as in animals? 

The model noted here was developed using patient data. Of course, our understanding of the 
molecular interactions likely came from in vitro studies and then verified in animal studies. I don’t 
know if we are at a place where we can completely eliminate in vitro/animal studies. Although, there 
is a big push for organ on a chip technologies to do just that. I think the combination of organ on a 
chip and in silico modelling has the potential to drastically reduce the need for animal testing. 
 

28. Can these models be used to identify if a drug is safe for specific groups for example if it also 

works in children or in patients with multiple diseases? 

Yes! T1DMS has Adult, Adolescent, and Children in silico subjects 
 
Open Challenges (VL Folie 12) 

29. Isn't validation a comparable easy challenge to overcome?  Is there a reason why these 

models are not validated more often by third parties? 

1) data is not as readily available as we would like. Despite the rise of big data, the type of data is 
often not what is needed to validate complex models. 



2) There is no money in validation. It is really difficult to get funding to repeat the work of someone 
else. There are some initiatives out there seeking to cut back on the “novel” studies and focus on 
robustness, but this is not the norm. The motivation of the different stake holders (clinicians, 
researcher, and industry) don’t really align to make this a priority. Plus, most models are “custom” 
and not shared. However, the drive for more open source modelling is helping to solve this issue. Still 
held back by what data we need vs what we can get in vivo 
 

30. What approaches are there to overcome these open challenges? 

For Validation: development of data registries (open-source platforms to share data) 
For confidence: need for more repeat and independent studies 
For Automation: machine learning and AI 
 
 
 


